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	CD2 SQL/MM History

	
	CAN-P07-001
	
	1-Major 

Technical
	P03-No specific location
	All Possible Problems and Editor’s Notes must be satisfactorily resolved and all problems discovered during the course of the ballot resolution process must be satisfactorily resolved. 

Solution

None provided with comment. 
	

	
	CAN-P07-002
	
	1-Major Technical
	P07-03, Terms and definitions
	List of defined terms is incomplete.  

Candidate additional terms include: current state table (CST), period normalization, period- normalized table, all operations (see Editor’s Note 7-161)

Solution

None provided with comment.
	

	
	CAN –P07-003
	
	2-Minor Technical
	P07-03, Terms and definitions
	The definitions for “transaction begin time” and “transaction end time” contain the text “according to the system”.  It is not clear what “system” is being referred to.

Solution

None provided with comment.
	

	
	CAN-P07-004
	
	1-Major Technical
	P07-03, Terms and definitions
	Editors’s Note 7-102 states: “Is history begin time a CURRENT_TIMESTAMP or is it set by the application …?”

Since Part 7 states that its semantics have no impact on an application then we suggest that the answer to this question cannot be “set by the application”.

Solution

None provided with comment.
	

	
	CAN-P07-005
	
	1-Major Technical
	P07-03, Terms and definitions
	In the definition “history row set” it is not clear what “derived from primary key column(s)” means.  What is the meaning of “derived”?

Solution

None provided with comment.
	

	
	CAN-P07-006
	
	2-Minor Technical
	P07-03, Terms and definitions
	Editor’s Notes 7-102 and 7-103 use the (possibly older) terms “history begin time” and “history end time”.  These may now be “transaction begin time” and “transaction end time”.  It is unclear what these Editor’s notes may currently mean given they use terms not defined in the current CD document.

Solution

None provided with comment.
	

	
	CAN-P07-007
	
	2-Minor Technical
	P07-03, Terms and definitions
	Editor’s Notes 7-102 and 7-103 use the (possibly older) terms “history begin time” and “history end time”.  These may now be “transaction begin time” and “transaction end time”.  It is unclear what these Editor’s notes may currently mean given they use terms not defined in the current CD document.

Solution

None provided with comment.
	

	
	CAN-P07-008
	
	1-Major Technical
	P07-04-01-01, Current State Table and History Table
	This section states “A history table consists of columns that correspond to the columns of a current state table …”.  This section is not clear as to exactly what columns are selected for the history table.  It may be that the quoted sentence should say: “A history table consists of tracked columns that correspond to the columns of a current state table …”?  We believe it would be better to give a detailed list of why all columns occur in the history table e.g. columns from the primary key, tracked columns and the Transaction Begin Time and Transaction End Time columns.

Solution

None provided with comment.
	

	
	CAN-P07-009
	
	1-Major Technical
	P07-04-01-01, Current State Table and History Table
	The example in this section seems to imply that the history table always includes the columns from the primary key of the current state table.  What if the current state table has no primary key defined?  

Note that operations in this Part depend on each row of the history table containing a unique key.  If the current state table does not have such a unique key does this simply imply you cannot associate a history table with such a current state table?

Solution

None provided with comment.
	

	
	CAN-P07-010
	
	1-Major Technical
	P07-04-01-02, Defining and Updating the History Table
	This section states: “Simultaneously, the transaction end time of the previous history row is set to the value of the transaction begin time.”  

How is the “previous history row” determined?  Is there always only one history row with a NULL value in the TransactionEnd Time column?

Solution

None provided with comment.
	

	
	CAN-P07-011
	
	1-Major Technical
	P07-04-01-04, Concept of Period Normalization


	This section states: “- for every selected column in the history rows, except for the transaction begin time and the transaction end time, the values of the selected columns are identical.” 

What is the definition of “identical”?  What if the underlying column is approximate numeric or a user-defined data type.  Is using the “=” operator adequate. 

Solution

None provided with comment.
	

	
	CAN-P07-012
	
	1-Major Technical
	P07-04-01-04, Concept of Period Normalization


	This section needs a better motivation.  Instead of starting with describing a series of operators on the history table it should first describe why “period normalization” or “amalgamation” is needed.  
Solution

None provided with comment.
	

	
	CAN-P07-013
	
	1-Major Technical
	P07-04-02, Example Application


	Step 1 in this example states: “In order to start storing history, invoked procedure of HIS_CreateHistory.  It is not clear whether the HS_CreateHistory procedure is available to all users or whether the exact mechanism that causes the invocation of this procedure is supposed to be implementation-defined.

In addition it is not obvious what would happen if this procedure is invoked more than once for the same parameter values?
Solution

None provided with comment.
	

	
	CAN-P07-014
	
	1-Major Technical
	P07-No specific location


	How robust is this Part in the face of SQL table modification operators?

Consider the case where we create a history table for all of the colums in a current state table.  Is it possible to have the history table’s tracking columns updated if the current state table has an ALTER TABLE ADD COLUMN operation on it?

Is it possible to have the history table’s tracking columns updated it the current state table has a DROP COLUMN operation on it?

Solution

None provided with comment.
	

	
	CAN-P07-015
	
	1-Major Technical
	P07-No specific location


	Can this Part handle tracking of changes that are caused by CASCADE UPDATE/DELETE or user-defined sets of related data stored in different tables?

Consider the case of a set of related application tables each has its own history table.  And consider that an update is made to one of the application tables and is reflected in the associated history table using the CURRENT_TIMESTAMP (see HS_History routine).  How does this Part ensure that the same CURRENT_TIMESTAMP value is used for history tables for the other related applications tables which are updated via the CASCADEd operations?

Solution

None provided with comment.
	

	
	CAN-P07-016
	
	1-Major Technical
	P07-05.01.04, HS_CreateHistoryTable Procedure
	This section includes a CREATE TYPE statement.  In what catalog and schema is this type created?  

This question also applies to other sections such as 5.1.5 where a CREATE TABLE is executed.

Solution

None provided with comment.
	

	
	CAN-P07-017
	
	2-Minor Technical
	P07-07-02, HS_CURRENT_STATE_TABLES view
	CREATE VIEW HS_CURRENT_STATE_TABLES AS

SELECT DISTINCT TABLE_CATALOG, TABLE_SCHEMA, TABLE_NAME

FROM HS_DEFINITION_SCHEMA.HS_CURRENT_STATE_TABLES

The FROM clause refers to a table that does not exist.  

This problem also occurs in Section 7.4 Short name views.
Solution

The correct FROM clause is given below (no trailing “S”):
FROM HS_DEFINITION_SCHEMA.HS_CURRENT_STATE_TABLE
	

	
	CAN-P07-018
	
	2-Minor Technical
	P07-08-03, HS_HISTORY_COLUMNS base table
	This section defines a table HS_HISTORY_COLUMNS and section 7.3 defines a view with the same name.  The names must be different.  We suggest that to be consistent with other sections that the table be named without the trailing “S” and the view name should have the trailing ‘S”.  If this type of change is made there are many cascading impacts in the Information and Definition Schemas.
Solution

None provided with comment.
	

	
	
	
	
	
	
	


End of Paper

	DE
	General
	
	ge
	Too many unsolved problems - Consensus not achievable at this point
In view of the many unsolved problems still pointed out explicitly in the Committee Draft Germany is of the opinion that consensus on this document is not achievable in this ballot/commenting cycle ending 2007-11-01.

Moreover, Germany sees conceptual problems with the SQL/MM History CD. These are given below.

As a result of these Germany casts a NO vote on this CD.
	
	

	DE
	General

e.g. 4.1.1
	
	ge
	Perceived conceptual problem with SQL/MM History - 
History of a single row vs history of a database

In reference [SQL-MM/Hist, subclause 4.1.1],  history tables are described as holding "these old values which are lost by update operations to the current state table".  SQL operations for accessing the history of database data would indeed constitute, in our opinion, an extremely useful extension to the functionality of SQL. The method proposed in [SQL-MM/Hist] seems to reach that goal (with some restrictions) for single rows of base tables. However, we argue that it fails to achieve its stated purpose for a whole table, let alone for a substantial portion of a database.

The crux of the matter is that the timestamps inserted into the history tables designate the point in time when the data change operation has been performed, but not the time when the change was COMMITted. This does not seem to create problems when the successive changes of a single row are considered. If we look at a history table and find that changes to a single row have occurred at successive times T1 and T2 then we know that the change at time T2 must already have seen the changed values produced at time T1. Actually, we may suspect that the first change was committed at some point in time between T1 and T2 – but we cannot be sure about it from looking at the history table alone. In fact, the two changes might have been effected by the same transaction, so that the new value of T1 might never have been visible to other transactions!

Let us examine the reasoning above and find out why we could deduce that the transaction doing the change at time T2 must have seen the state of the row as of time T1. We have assumed (as is the case in most if not all implementations of SQL) that the changes to one single row of a base table are serialised (with a suitable locking scheme). In fact, if we drop that assumption and imagine that the changed row stems from a join of two base tables, and that the changes at time T1 and T2 affect columns in different base tables: then it is no longer guaranteed that the change at T2 has seen the change at T1!  Actually,  in that case we cannot prove anything about the order of the changes.  Even though  we know T1 < T2,  the change of T2 could have been committed before that of T1, so that other transactions may never have seen the change of T1 without the change of T2. 

But isn't this just theoretical stuff? For instance, we usually know that all relevant transactions are less than, say,  one minute long, and if T1 and T2 are three minutes apart then we know that the change at time T1 has been committed before the change at T2 was begun, be it in a single base table or not. This is correct if all the assumptions are. But modern SQL applications use stored procedures and triggers a lot – the timestamps of data changes will usually be much closer than the duration of transactions. And longer lasting transactions are not so uncommon, either. Finally, it is not really the exact order in time of data changes that we find problematic with the proposed approach. On top of all the detailed descriptions of data changes we miss the grouping of these changes into transactions, or, more conceptually speaking, we want to know a sequence of consisistent states of the monitored part of  the database.
	None provided with the comment.


	

	DE
	General
	
	ge
	Perceived conceptual problem with SQL/MM History -
Replaying the history of a table

One often cited application for history tables is the capabilty to perform status quo ante queries that show the result as it could have been seen at some time in the past. (On of the authors is reminded of a legacy tool that could display all the changes of a single relational table by interpreting the change log files of a specific SQL system.)  With the proposed history tables this is impossible, as far as we can see. The reason is that all the data changes up to a specific timestamp do not necessarily make up a  consistent state of a table: some changes (eg, by triggers) may be missing from a consistent state.

What is worse: there is no way to find out which of the changes would belong to a consistent state. While it is evident that the method with timestamps can never use a commit timestamp (because it is unknown at the time of the data change), we remark that all SQL implementations with the capabilty of failure recovery must internally use a transaction identification (at least for read-write transactions). This identification is known whenever a data change operation is performed. If an opaque version of it would be accessible in SQL, together with comparisons for (in)equality then the history tables could be amended with it, so that one can at least detect all the changes that belong to a given transaction.

However, even if we can make sure that we see either all the data changes of a transaction, or  none of them, this is not enough to guarantee that we see a consistent state of the database. It is not enough to know that at 12:34 all ongoing transactions have completed their data changes – the constraint checks of these tranasactions may only have completed at 12:36,  and these checks may have seen the data changes of a later  transaction that started and ended at 12:35. The state as deduded from the history tables for 12:34 has never been checked for consistency, and need not be consistent.

A consistent state of a database must comprise all data changes of all the transactions committed until a certain point in time, and no others. This shows that commit times are really needed to find the possible times for consistent status quo ante queries. In other words, we need an order relation on the    internal transaction identifications (for the committed transactions). This is not a total order in the usual sense: many SQL systems allow for "grouped commits" where two or more transactions are committed in one operation. A consistent state must include the data changes of all of them, or of none – no intermediate states have ever been checked for consistency.
	None provided with the comment.


	

	DE
	General
	
	ge
	Language opportunities -
Granularity of timestamps:

The timestamps used in [SQL-MM/Hist] do not seem to make use of  the fractional seconds precision of SQL; that is, the default value of 6 seems to be implied. For exploiting  the capabilities of SQL, and those of current implementations, both finer and coarser granularities should be available.
	None provided with the comment.


	

	DE
	General
	
	ge
	Language opportunities -
Time with or without time zone
The timestamps used in [SQL-MM/Hist] come form CURRENT_TIMESTAMP, and thus include a time zone part (designating the session time zone of the data change operation). This time zone part is irrelevant for the history – a single time scale such as UTC as in      

CAST( CURRENT_TIMESTAMP( s ) AT INTERVAL'00:00'HOUR TO MINUTE

   AS TIMESTAMP WITHOUT TIME ZONE  )

is appropriate for history purposes. The additional time zone part can also create non-determinism which could be an obstacle for some of its usages.
	None provided with the comment.


	

	DE
	General
	
	ge
	Language opportunities -
Names

The column names HS_TransactionBeginTime and HS_TransactionEndTime  are misleading. They suggest that the columns specify the interval of transactions. Names like HS_TransactionTime_From and HS_TransactionTime_To do not suffer from such connotation.
	None provided with the comment.
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	SQL/MM Part 7: History 2nd CD

	1
	JPN-P07-001
	
	3-Major Editorial
	3.1, Definitions
	The definitions of the following terms should be added into 3.1 Definitions:

 - period

 - period normalization

 - period-normalized table

Solution

None provided with comment.
	

	2
	JPN-P07-002
	
	4-Minor Editorial
	3.1.2, Definitions provided in Part 7
	Possible Problem noted by Editor's Note 7-102 should be removed with no action because the definition of the history begin time and the history end time is already removed.

Solution

Remove Editor's Note 7-102.
	

	3
	JPN-P07-003
	
	4-Minor Editorial
	4.1.3, Querying to History Table
	There are insufficient descriptions and incorrect usage of comma because of deletion of the history begin time and the history end time in the first paragraph. This paragraph should be correct. .

Solution

Replace

    “In order to query to the history table, it is needed to be able to specify conditions for the transaction begin time, or the transaction end time. Also functionality to obtain the value of the transaction begin time, or the transaction end time, or to execute time-related operation.”

to

“In order to query to the history table, it is needed to be able to specify conditions for the transaction begin time or the transaction end time. Also functionality to obtain the value of the transaction begin time or the transaction end time, or to execute time-related operation is required.”
	

	4
	JPN-P07-004
	
	4-Minor Editorial
	4.1.3, Querying to History Table
	Possible Problem noted by Editor's Note 7-103 should be removed with no action because the definition of the history begin time, the history end time and time granularity is already removed.

Solution

Remove Editor's Note 7-103.
	

	5
	JPN-P07-005
	
	3-Major Editorial
	4.1.3, Querying to History Table
	Method name "HS_Period" of subclause 4.1.3 2)n) should be "HS_PNormalize".

Solution

Correct the method name.
	

	6
	JPN-P07-006
	
	3-Major Editorial
	4.1.4, Concept of Period Normalization
	The following Possible Problem noted by Editor's Note 7-161 should be resolved.

Possible Problem

The operation "amalgamation of history rows" should be defined in the definition section or other appropriate section.

Solution

None Provided with comment.
	

	7
	JPN-P07-007
	
	4-Minor Editorial
	4.1.4, Concept of Period Normalization
	The description of (2) in the fifth paragraph is insufficient. This description of (2) should be adjusted to the description of (3) in the same paragraph and be modified. 

Solution

Replace 

“(2) The transaction begin time, of the oldest history row in each set of history rows.”

to

    “(2) The values of the transaction begin time of the oldest history row in each set of history rows.”
	

	8
	JPN-P07-008
	
	4-Minor Editorial
	4.1.4, Concept of Period Normalization
	Possible Problem noted by Editor's Note 7-105 should be removed with no action because the definition of the history begin time and the history end time is already removed.

Solution

Remove Editor's Note 7-105.
	

	9
	JPN-P07-009
	
	4-Minor Editorial
	4.2.1, Storing History Rows
	Typo in 9), a) in 4.2.1.

Solution

Replace “whish” to “which”.
	

	10
	JPN-P07-010
	
	4-Minor Editorial
	4.6.1.1, Attributes of the HS_History type
	Possible Problem noted by Editor's Note 7-109 mentions the consistency constraints of attributes of the HS_History type.  But it is described in 6.1.2 "HS_History Method" when exceptions are raised.

Solution

Remove Editor's Note 7-109 with no action.
	

	11
	JPN-P07-011
	
	4-Minor Editorial
	4.6.1.2.1, Constructor method
	Possible Problem noted by Editor's Note 7-111 mentions when the constructor method raises exceptions.  But it is described in 6.1.2 "HS_History Method" when exceptions are raised.

Solution

Remove Editor's Note 7-111 with no action.
	

	12
	JPN-P07-012
	
	3-Major Editorial
	4.8, The History Information Schema

5.1.1, HS_CreateHistory Procedure

5.1.2, HS_CreateHistoryErrorCheck Procedure

5.1.5, HS_CreateUpdateTrigger Procedure

7.3, HS_HISTORY_COLUMNS view

8.2, HS_CURRENT_STATE_TABLE base table

8.3, HS_HISTORY_COLUMNS base table
	In the early text, the definition of "history column" is provided, and it has been changed to "tracked column".  However, there are many occurrence of the word "history column" as the name of variable, the name of table, the name of view, or the name of constraint.  It should be corrected.

Solution

None provided with comment.
	

	13
	JPN-P07-013
	
	1-Major Technical
	5.1.1, HS_CreateHistory Procedure

5.1.5, HS_CreateUpdateTrigger Procedure

5.1.6, HS_CreateInsertTrigger Procedure

5.1.7, HS_CreateDeleteTrigger Procedure
	We propose that the following Possible Problem noted by Editor's Note 7-115 is treated as a Language Opportunity.

Possible Problem

The schema structure of current state table currently assumed in the trigger created by execution of HS_CreateHistory procedure may be changed with ALTER TABLE operations to current state table.

When a certain column is added to current state table, the change history of the value of the added column is not held. Moreover, when a certain column is deleted from current state table, the column not existing may be referred to in a trigger.

In first edition, the ALTER TABLE operation to current state table shall not be assumed. When performing ALTER TABLE operation to current state table, adjustment shall be held on a user's responsibility.

In the future, if it comes to be able to perform history managements also including information schema, it will be thought that it is more useful.

Solution

Remove Editor's Note 7-115.
	

	14
	JPN-P07-014
	
	3-Major Editorial
	5.1.1, HS_CreateHistory Procedure
	Whether a foreign key is defined to a current state table or not, it is not necessary to define a foreign key to a history table.  So Possible Problem noted by Editor's Note 7-116 is not related to a history table.

Solution

Remove Editor's Note 7-116.
	

	15
	JPN-P07-015
	
	3-Major Editorial
	5.1.1, HS_CreateHistory Procedure
	A history table cannot be changed by users directly.  So there is no such problem described in Possible Problem noted by Editor's Note 7-117.

Solution

Remove Editor's Note 7-117.
	

	16
	JPN-P07-016
	
	4-Minor Editorial
	5.1.2, HS_CreateHistoryErrorCheck Procedure
	Possible Problem described in Editor's Note 7-159 should be removed because it is already resolved by JFK-009.

Solution

Remove Editor's Note 7-159.
	

	17
	JPN-P07-017
	
	4-Minor Editorial
	5.1.3, HS_CreateHistoryTableType Procedure
	Possible Problem noted by Editor's Note 7-118 should be removed with no action because the definition of the history begin time and the history end time is already removed.

Solution

Remove Editor's Note 7-118.
	

	18
	JPN-P07-018
	
	4-Minor Editorial
	5.1.3, HS_CreateHistoryTableType Procedure
	Possible Problem noted by Editor's Note 7-119 should be removed with no action because the definition of the history begin time, the history end time and time granularity is already removed.

Solution

Remove Editor's Note 7-119.
	

	19
	JPN-P07-019
	
	4-Minor Editorial
	5.1.3, HS_CreateHistoryTableType Procedure
	Possible Problem described in Editor's Note 7-160 should be removed because it is already resolved by JFK-009.

Solution

Remove Editor's Note 7-160.
	

	20
	JPN-P07-020
	
	1-Major Technical
	5.1.4, HS_CreateHistoryTable procedure

5.1.5, HS_CreateUpdateTriggere procedure

5.1.6, HS_CreateInsertTriggere procedure

5.1.7, HS_CreateDeleteTriggere procedure
	A table name that is a component of a history table name needs to be a qualified identifier extracted using HS_ExtractIdentifier function, such as that contained in a history table type name described in 5.1.3, “HS_CreateHistoryTableType procedure”.  Similar problems are also in trigger names.
Solution

None provided with comment.
	

	21
	JPN-P07-021
	
	2-Minor Technical
	5.1.4, HS_CreateHistoryTable Procedure
	Possible Problem noted by Editor's Note 7-120 mentions that only column names are allowed in a primary key.  On the other hand, it is not needed to define a primary key of a history table because a history table cannot be changed by users directly.

Solution

None provided with comment.
	

	22
	JPN-P07-022
	
	4-Minor Editorial
	5.1.8, HS_CreatePNormalizeMethod Procedure
	Possible Problem noted by Editor's Note 7-127 should be removed with no action because it is already resolved by removing the definition of the history begin time and the history end time.

Solution

Remove Editor's Note 7-127.
	

	23
	JPN-P07-023
	
	4-Minor Editorial
	5.1.8, HS_CreatePNormalizeMethod Procedure
	Possible Problem noted by Editor's Note 7-128 should be removed with no action because it is already resolved by removing the definition of the history begin time and the history end time.

Solution

Remove Editor's Note 7-128.
	

	24
	JPN-P07-024
	
	1-Major Technical
	5.2.1, HS_DropHistory Procedure
	We propose that the following Possible Problem noted by Editor's Note 7-130 is treated as a Language Opportunity.

Possible Problem

If the user’s purpose is to economize on space, then the user is probably more interested in an ability to discard all history rows prior to some date. We might call this HS_TruncateHistory. All rows whose transaction end time is before a specified time would be deleted. It might also be desired to convert any remaining transaction beginning times that are before the specified time to the specified time.

Solution

Remove Editor's Note 7-130.
	

	25
	JPN-P07-025
	
	3-Major Editorial
	5.3.1, HS_CreateCommaSeparatedAllColumnList procedure
	The postfix arguments of HS_CreateCommaSeparatedAllColumnList procedure are always set to null when that procedure is invoked. This means that those arguments are actually not used as noted by Editor's Note 7-131, which reads:

**Editor's Note 7-131**

Possible Problem:

(Described in UKB-013 Subclause 4.3)

I think that the postfix arguments are never used, though I have not checked this carefully.

Those arguments and the corresponding parameter should be removed. 
Solution

None provided with comment.
	

	26
	JPN-P07-026
	
	4-Minor Editorial
	6.1, HS_History Type and Routines
	Possible Problem noted by Editor's Note 7-132 should be removed with no action because the definition of time granularity is already removed.

Solution

Remove Editor's Note 7-132.
	

	27
	JPN-P07-027
	
	1-Major Technical
	6.1.1, HS_MonthInterval Method

6.1.2, HS_DayInterval Method
	We propose that the following Possible Problem noted by Editor's Note 7-136 is treated as a Language Opportunity.

Possible Problem

It is a difficult question, what to do if the end time is null. If we treat a null end time as CURRENT_TIMESTAMP, then the duration of such an HS_History value will change when it is examined in a later SQL statement. From that standpoint, null should be regarded as indefinitely far in the future. On the other hand, the user may be using the duration in queries such as “who was professor the longest?” in which case the user wants null treated as an alias for CURRENT_TIMESTAMP. Since both semantics have their uses, it would be better to provide methods for each semantic. We might use “NullAsNow” and “NullAsUnknown” in the names to distinguish them.

Solution

Remove Editor's Note 7-136.
	

	28
	JPN-P07-028
	
	1-Major Technical
	6.1.3, HS_Overlaps Methods

6.1.4, HS_Meets Methods

6.1.5, HS_Precedes Methods

6.1.6, HS_PrecedesOrMeets Methods

6.1.7, HS_Succeeds Methods

6.1.8, HS_SucceedsOrMeets Methods

6.1.9, HS_Contains Methods

6.1.10, HS_Equals Methods
	Methods of the HS_History type, which correspond to the time-related predicates, return 1 (one) if the time-related condition becomes true, and return 0 (zero) otherwise.  But there is another case that it cannot be determined whether the condition becomes true or false when the end time is NULL.  In this case, these methods should return NULL that means "unknown".

Solution

None provided with comment.
	

	29
	JPN-P07-029
	
	1-Major Technical
	6.1.3, HS_Overlaps Methods
	Possible Problem noted by Editor's Note 7-133 should be treated as a Language Opportunity because description about the effective time is removed in current text.

Solution

Remove Editor's Note 7-133.
	

	30
	JPN-P07-030
	
	2-Minor Technical
	6.1.3, HS_Overlaps Methods

6.1.9, HS_Contains Methods

6.1.10, HS_Equals Methods

6.1.13, HS_Intersect Methods

6.1.14, HS_Union Methods

6.1.15, HS_Except Methods
	As described in Possible Problem noted by Editor's Note 7-148 and 7-153, there are two kind of definitions about methods with two timestamp inputs.  One is that it it swaps the begin time of period (it is the first parameter) for the end time of period (it is the second parameter) when the end time is precedes the begin time.  Another is that it assumes that the begin time of period precedes the end time of period.  They should be treated on the same rule.

Solution

None provided with comment.
	

	31
	JPN-P07-031
	
	1-Major Technical
	6.1.13, HS_Intersect Methods
	The following Possible Problem noted by Editor's Note 7-142 should be resolved.

Possible Problem

If the SELF history end time is null, it is treated as CURRENT_TIMESTAMP. I think it should be treated as indefinite future. For example, if I intersect [2003-01-01, infinity) with [2004-02-02, infinity), I should not receive [2004-02-02, CURRENT_TIMESTAMP) as the result. The result should also have an indefinite future end time.

Solution

None provided with comment.
	

	32
	JPN-P07-032
	
	3-Major Editorial
	10.1, Requirements for conformance
	As defined in subclause 5.2.1, the HS_DropHistory procedure has only one input parameter.  So signature of the HS_DropHistory procedure described in the conformance section should be corrected as follows.

HS_DropHistory(CHARACTER VARYING(<TableNameLength>))

Solution

Remove the second parameter of the HS_DropHistory procedure described in subclause 10.1 2).
	

	33
	JPN-P07-033
	
	1-Major Technical
	10.2, Features of ISO/IEC 9075 required in this part of ISO/IEC 13249
	The following Possible Problem noted by Editor's Note 7-114 should be resolved. 

Possible Problem

The names of history table, triggers and type generated in HS_CreateHistory procedure may exceed 18characters.

Solution

None provided with comment.
	

	34
	JPN-P07-034
	
	1-Major Technical
	No specific location
	All possible problems discovered during the editing meeting must be resolved.

Solution
None provided with comment.
	

	


< End of Paper >

	GB
	3.1.2 Definitions provided in Part 7
	Editor's Note 7-101
	te
	Most of this Note is now irrelevant, since granularity has been removed, but there is still a need to define the concept of period.
	
	

	GB
	3.1.2.1 current state row
	
	ed
	see comment on 3.1.2.2
	
	

	GB
	3.1.2.2 current state table
	
	ed
	While the description clearly identifies what is wanted, the term "current state" does not fit with the description, since all normal SQL tables are recording the current state. What is required is a term that distinguishes a table for which history is recorded. Since there is already a "tracked column", it would be simple to have a "tracked table", though other terms are possible (e.g. chronicled)
	
	

	GB
	3.1.2.4 history row set
	
	ed
	This definition unnecessarily involves the primary keys, when it only needs the concept of the row to which the set relates.
	Replace definition by: "set of history rows that are related to the same current state row".
	

	GB
	3.1.2.5 history table
	
	ed
	In the first sentence, "the current state table" should be "a current state table", since there is not just one such table.

Also the second sentence is not required, though it could be an explanatory Note without the details of the structured type. 
	
	

	GB
	3.1.2.7 transaction begin time
	
	ed
	The inclusion of "transaction" is now unnecessary since there is only one kind of time being represented, and it is actually misleading since it is more likely to be considered as the begin time of the transaction process that caused the change being recorded. It is also not possible to record true transaction time.

This definition might not be required if period is defined, so begin time can be used in a normal sense.
	
	

	GB
	3.1.2.8 transaction end time
	
	ed
	see comment on 3.1.2.7
	
	

	GB
	4 Concepts
	
	ed
	Much of this clause is expressed as tutorial examples, which would be more appropriate as an Annex.
	
	

	GB
	4.1.1 Current State Table and History Table
	
	te
	The Example shows begin time and end time as separate columns, as opposed to the structured type used later. (However, this could be offered as an example of a possible implementation to show that it does not have to be exactly as specified, but this must be explained.)
	
	

	GB
	4.1.3 Querying to History Table
	
	ed
	This clause uses the term "interval" whereas the term "period" is used in other places for what appears to be a similar concept (neither are defined). If they are the same, change interval to period.
	
	

	GB
	4.1.3 Querying to History Table
	Editor's Note 7-103
	te
	While explicit granularity is no longer required, it has to be recognised that timestamps are not continuous and have implementation-defined granularity, so the issues raised by this note must be addressed.
	
	

	GB
	4.2.1 Storing History Rows
	
	te
	In 1)a)i) "Attribute corresponding to every column in the table “emp”" should only include those columns specified by the array argument in HS_CreateHistory.
	
	

	GB
	4.2.1 Storing History Rows
	
	ed
	In 1)a)iv), v) and vi), it is not just "a current state table" but specifically the "emp" table.
	
	

	GB
	4.2.1 Storing History Rows
	
	ed
	Examples of the history table should not include the EmpName column (it is not a tracked column) but should include the self-referencing column required by a typed table, or give an explanation of why it is not shown.
	
	

	GB
	4.2.2 Searching for History Table
	
	te
	The SELECT clause of the example queries includes the structured type HS_History, and the results of the queries display this as two columns. However, this is not possible without some transform. An explanation is required.
	
	

	GB
	4.3 Structure of the History Table
	
	te
	This states that a history type contains attributes corresponding to all columns of the current state table. This is not consistent with the definition of a history table in Clause 3 and the example in Clause 4.1.1, but is consistent with the examples in Clause 4.2.1 and subsequent specifications. This inconsistency must be resolved, but if all columns are included then the problem of updates to non-tracked columns must be addressed.
	
	

	GB
	6 History Types
	
	ed
	The user-defined type specified by this clause can be used independently of any history table, and it would be beneficial to present it in this way.This perhaps could be as a separate part, so that it may be used for applications that involved time periods, such as user-controlled valid time.
	
	

	GB
	No specific location
	
	ed
	There are many places where the language is not grammatically correct, quite often obscuring the meaning of the text.
	
	

	GB
	No specific location
	
	te
	All Editor’s Notes and all problems discovered during the course of the ballot resolution process must be satisfactorily resolved.
	
	

	
	
	
	
	
	
	


USA Comments on ISO/IEC CD2 13249-7 (SQL/MM Part 7: History)

	SEQ
#
	Cmnt
ID
	See
Also
	
Severity
	
Reference
	
Description
	Addressed By

	1
	USA-P07-001
	
	3-Major 

Editorial
	P07-01.00, Scope
	There are many occurrences of  the term “database”, both here and in concepts and rules. In keeping with the conventions of ISO/IEC 9075, we suggest replacing this term with an appropriate term or terms taken from ISO/IEC 9075.

Solution

None provided with comment.
	

	2
	USA-P07-002
	
	1-Major 

Technical
	P07-02.01, ISO/IEC JTC 1 standards
	By not referencing parts 9 (MED) and 14 (SQL/XML) of ISO/IEC 9075, the datalink and XML data types seem to be unsupported by this specification.

Solution

None provided with comment.
	

	3
	USA-P07-003
	
	1-Major 

Technical
	P07-02.01, ISO/IEC JTC 1 standards
	By not referencing parts 10 (OLB) and 3 (CLI) of ISO/IEC 9075, those host languages seem to be unsupported by this specification.

Solution

None provided with comment.
	

	4
	USA-P07-004
	
	1-Major 

Technical
	P07-03.01.02, Definitions provided in Part 7
	Transaction begin time, and transaction end time both assume that a current state table has a primary key. Won’t these definitions break down if a table has no primary key defined?

Solution

None provided with comment.
	

	5
	USA-P07-005
	
	1-Major 

Technical
	P07-03.01.02, Definitions provided in Part 7
	Wrt. the definition of “history table”: this definition contradicts the description later on in the document. The first paragraph here says that “the column of structured type” is part of the history table. However, later it is shown that actually two columns derived from the attributes of a UDT are part of the history table.

Solution

None provided with comment.
	

	6
	USA-P07-006
	
	1-Major 

Technical
	P07-03.01.02, Definitions provided in Part 7
	The definitions of “transaction begin time” and “transaction end time” both refer to an undefined term “the system”. It is unclear what is meant by this.

Solution

None provided with comment.
	

	7
	USA-P07-007
	
	1-Major 

Technical
	P07-03.01.02, Definitions provided in Part 7
	Editors’s Note 7-102 states: “Is history begin time a CURRENT_TIMESTAMP or is it set by the application …?”

Another question is whether the history begin time should be set to NULL, indicating that the data has been valid “fromever”, so that  duration calculations can provide a different time than since start of transaction begin time. Even though the history time is no longer part of this specification, the same comment applies for transaction begin time.

Solution

None provided with comment.
	

	8
	USA-P07-008
	
	2-Minor Technical
	P07-03.01.02, Definitions provided in Part 7
	The Possible Problem in Editor’s Note 7-101 must be solved while taking into account granules are no longer in scope for this version of Part 7: 

Possible Problem:

(Described in UKB-013 Subclause 2.1)

Here are some additional definitions for consideration:

Period: a granular period or a continuous period

Granule: a unit of time (year, half year, quarter, month, week, day, hour, minute, or second)

Granular period: A set of granules, specified by a pair {begin granule, end granule }, where:

1. begin granule is not null

2. either begin granule is less than or equal to end granule, or end granule is null.

3. if end granule is not null, then the granularity of begin granule and end granule is the same.

[Note: I am not sure whether it is possible to examine two timestamps and determine that they are of different granularity; you can just take the intersection of their granularities. However, if applications wish to encode

granules in some data type other than timestamp, this might make sense. Also, in terms of data model, it seems that the granularity is a property of the granular period.]

If end granule is null, then the granular period represents all granules greater than or equal to the beginning granule. Otherwise, the granular period represents all granules between the begin granule and the end

granule, inclusive.

Continuous period: A semi-open interval of the continuous time line, represented by a pair { begin time, end time }, where

1. begin time is not null

2. either begin time is less than end time, or end time is null.

If end time is null, then the continuous period represents all time greater than or equal to the beginning time. Otherwise, the continuous period represents all time greater than or equal to the begin time and strictly less

than the end time.
Solution

See above.
	See comment

	9
	USA-P07-009
	
	3-Major 

Editorial
	P07-03.01.02, Definitions provided in Part 7
	The definition of “history row set” does not read well. We suggest “set of history rows that have the same primary key value” or something equivalent.

Solution

See comment.
	See comment.

	10
	USA-P07-010
	
	3-Major 

Editorial
	P07-03.01.02, Definitions provided in Part 7
	The document uses the terms “history begin time” and “history end time” in some of the Editor’s Notes. This is confusing since both these concepts are no longer part of this Part.  

Solution

Provided with comment.
	

	11
	USA-P07-011
	
	3-Major Editorial
	P07-03.02.02, Notations provided in Part 7
	The list is omitting the fact that views and base tables are also prefixed by “HS_”.

Solution

None provided with comment.
	

	12
	USA-P07-012
	
	1-Major 

Technical
	P07-04, Concepts
	There seems to be a major misconception about the spelling/uppercasing/lowercasing of identifiers and appropriate use of double quotes in SQL. For example, the CREATE TABLE statement in Subclause 4.2, Example Application, uses an all lower case spelling for “emp”, however without the double quotes. Thus, from a processing point of view, this is equivalent to “EMP” (again without the double quotes). Then in Subclause 4.2.1, Storing History Rows, in the row marked with “(1)” in the table, the reference is ‘emp’ (with the single quotes, indicating a string literal). Looking at the definition of HS_CreateHistory, this would lead to an exception being raised (assuming HS_CreateHistory used valid SQL in its body, which it does not, but that’s a different comment). In Subclause 4.2.2, Searching for History Table, the reference to HS_TYPE_emp would fail to identify the desired type if the table name was really “emp” (this time with the double quotes) as it is sometimes referred to in Subclause 4.2.1, Storing History Rows.

Solution

None provided with comment.
	

	13
	USA-P07-013
	
	1-Major 

Technical
	P07-04.01.01, Current State Table and History Table
	The definition of “current state table” provided in the first paragraph contradicts the definition given in Subclause 3.1.2.2.

Solution

None provided with comment.
	

	14
	USA-P07-014
	
	1-Major 

Technical
	P07-04.01.01, Current State Table and History Table
	In the second paragraph, it is not clear whether a history table contains all columns of its corresponding current state table or only the tracked columns.

Solution

None provided with comment.
	

	15
	USA-P07-015
	
	1-Major 

Technical
	P07-04.01.01, Current State Table and History Table
	The last sentence of the last paragraph claims that the transaction begin time and transaction end time cannot be changed after they have been initially assigned a value. However, there is nothing in the remainder of the document that substantiates this claim.

Solution

None provided with comment.
	

	16
	USA-P07-016
	
	1-Major Technical
	P07-04.01.03, Querying to  history table
	The Possible Problem in Editor’s Note 7-103 must be solved.

Possible Problem

(Described in UKB-013 Subsection 3.2)

The diagrams give the impression that the pairs { history begin time, history end time } and { transaction begin time, transaction end time } are always regarded as defining a half-open interval, containing the begin time and excluding the end time. On the other hand, 4.6 “Time granularity” last two paragraphs indicate that half-open intervals are used if time granularity is not specified, whereas closed intervals on a discrete time line are used if there is a time granularity. It might be useful to provide diagrams for the discrete case. An especially important case is how “meets” is defined in the granular case: does it mean “the end time of X equals the begin time of Y, so that the intersection is a single granule” or does it mean “the end time of X is the granule immediately prior to the begin time of Y, so that the intersection is empty but the union is a single period”?

Solution

None provided with comment.
	

	17
	USA-P07-017
	USA-P07-035
	1-Major Technical
	P07-04.01.04, Concept of Period Normalization
	The Possible Problem in Editor’s Note 7-105 must be addressed.

Possible Problem

(Described in UKB-013 Subclause 3.3 Item 2)

Period amalgamation is a kind of data reduction, combining adjacent generations for which the values on certain specified columns remain constant. The process requires an input parameter stating which set of columns S = {C1, C2, ...} must be identical when combining consecutive generations. I believe SQL/MM assumes that two history periods meet if and only if the transaction periods meet; therefore both history periods and transaction periods can be amalgamated by a single operation. If this assumption is incorrect, then separate amalgamation operations for history time and transaction time must be proposed.

Solution

None provided with comment.
	

	18
	USA-P07-018
	
	3-Major Editorial
	P07-04.01.04, Concept of Period Normalization
	The first sentence of the first paragraph says, “In this subclause, it is considered that a history table has at least two tracked columns.”  This sentence does not read well.
Solution

None provided with comment.
	

	19
	USA-P07-019
	
	3-Major Editorial
	P07-04.01.04, Concept of Period Normalization
	The first paragraph contains this phrase “…if its attention is paid…”.  It is not clear what this phrase means.

Solution

None provided with comment.
	

	20
	USA-P07-020
	
	3-Major Editorial
	P07-04.01.04, Concept of Period Normalization
	The first paragraph contains this phrase “In order to acquire the length of the period of which the value of some column has not been changed,…”. This sentence does not read well.

Solution

None provided with comment.
	

	21
	USA-P07-021
	
	1-Major 

Technical
	P07-04.02.01, Storing History Rows
	This Subclause refers to “machine clock time”. It is not clear what this refers to.

Solution

None provided with comment.
	

	22
	USA-P07-022
	
	1-Major 

Technical
	P07-04.02.02, Searching for History Table
	Nowhere in the document is a rationale given for the kind of indirection that is shown in the FROM clauses in the examples. I.e., why use 

TABLE(HS_TYPE_emp::HS_HistoryTable()) instead of HS_TBL_emp?

Solution

None provided with comment.
	

	23
	USA-P07-023
	
	4-Minor Editorial
	P07-04.02.02, Searching for History Table
	The Subclause heading seems to be inappropriate.

Solution

None provided with comment.
	

	24
	USA-P07-024
	
	2-Minor Technical
	P07-04.06.01.01, Attributes of the HS_History type
	Possible Problem in Editor’s Note 7-109 must be solved.

Possible Problem:

(Described in UKB-013 Subclause 3.5)

Are there any consistency constraints? See 6.1.2 “HS_History method” which checks for some error conditions.

Solution

None provided with comment.
	

	25
	USA-P07-025
	
	2-Minor Technical
	P07-04.06.01.02.01, Constructor method
	The Possible Problem in Editor’s Note 7-111 must be solved.

Possible Problem:

Do these constructors raise exceptions if the inputs do not adhere to the consistency constraints?

Solution

None provided with comment.
	

	26
	USA-P07-026
	
	3-Major Editorial
	P07-05, History procedures 
	WG4:UKB-013 proposed that this section would be easier to understand if it contained explicit references to Subclause 6.2 "HS_TYPE_<tablename> type and routines".  This was accepted in the response to UKB-013; however, I do not see that this has been done.  Such references might be placed in either the Purpose or the Description headings of each Subclause here.

Solution

None provided with comment.
	

	27
	USA-P07-027
	
	1-Major Technical
	P07-05.01.01, HS_CreateHistory procedure
	The Possible Problem in Editor’s Note 7-115 must be solved:

Possible Problem

The schema structure of current state table currently assumed in the trigger created by execution of HS_CreateHistory procedure may be changed with ALTER TABLE operations to current state table. When a certain column is added to current state table, the change history of the value of the added column is not held. Moreover, when a certain column is deleted from current state table, the column not existing may be referred to in a trigger. In first edition, the ALTER TABLE operation to current state table shall not be assumed. When performing ALTER TABLE operation to current state table, adjustment shall be held on a user's responsibility. In the future, if it comes to be able to perform history managements also including information schema, it will be thought that it is more useful.

Solution

None provided with comment.
	

	28
	USA-P07-028
	
	1-Major Technical
	P07-05.01.01, HS_CreateHistory procedure
	The Possible Problem in Editor’s Note 7-116 must be solved.

Possible Problem

When the foreign key is defined to current state table, the problem how a foreign key should be defined in history table can be considered. Since it is a thing showing what state history table suited when current state table had the past, when the target of a foreign key is changed, history table should not be changed. Therefore, it is thought that a foreign key should not be set to history table.

Solution

None provided with comment.
	

	29
	USA-P07-029
	
	1-Major Technical
	P07-05.01.01, HS_CreateHistory procedure
	The Possible Problem in Editor's Note 7-117 must be solved.

Possible Problem

A problem occurs when an error is in the value in history row accumulated in history table. When the values in a history row accumulated in history table contain error, the result of the query to the history table contains error. Therefore, as for the error in history table, it is desirable that it can be corrected.

From a viewpoint of the falsification of history table, as for the value in history row once inserted in history table, it is desirable to prevent from changing.

In this edition, we make it impossible to do updating to history table. However, there is room of discussion about the propriety of updating the value in the history table.

Solution

None provided with comment.
	

	30
	USA-P07-030
	
	2-Minor Technical
	P07-05.01.01, HS_CreateHistory procedure
	The Possible Problem in Editor’s Note 7-114 must be solved.

Possible Problem

The names of history table, triggers and type generated in HS_CreateHistory procedure may exceed 18 characters.

Solution

None provided with comment.
	

	31
	USA-P07-031
	
	2-Minor Technical
	P07-05.01.02, HS_CreateHistoryErrorCheck Procedures
	Definitional Rule 1) and other rules in other Subclauses use the word “should” to state a restriction. However, it is not clear whether this is the right word but more importantly, it is not clear who or what should adhere to this restriction and who or what enforces this restriction.

Solution

None provided with comment.
	

	32
	USA-P07-032
	
	3-Major Editorial
	P07-05.01.02, HS_CreateHistoryErrorCheck Procedures
	The Description does not provide any information that cannot be found in the Definition (assuming the problems in the Definition will be corrected. See also other comments on this topic); i.e., the description is redundant and should be deleted; or the definition is redundant and should be deleted.

Other Subclauses may suffer from the same problem.

Solution

None provided with comment.
	

	33
	USA-P07-033
	
	2-Minor Technical
	P07-05.01.04, HS_CreateHistoryTable procedure
	**Editor's Note 7-120**

Possible Problem:

(Described in UKB-013 Subclause 4.1.3)

CREATE TABLE HS_TBL_emp

OF HS_TYPE_emp

(REF IS HS_REF_emp SYSTEM GENERATED,

empid WITH OPTIONS NOT NULL,

PRIMARY KEY (empid, HS_Hist.HS_HistoryBeginTime))

only column names are allowed in a primary key. However, I agree with the desire to define a primary key using an attribute. I think, though, that TransactionBeginTime is the more logical choice for the primary key. To express this in permitted SQL, you can use a CHECK constraint with a UNIQUE predicate, though that requires advanced feature F671, “Subqueries in CHECK constraints”.

Solution
None provided with comment.
	

	34
	USA-P07-034
	USA-P07-050
	1-Major Technical
	P07-05.01.05, HS_CreateUpdateTrigger procedure
	The use of CURRENT_TIMESTAMP for the automatically captured transaction begin time in the triggers for UPDATE, DELETE and INSERT means that it will be impossible for the user to correlate whether two DML operations occurred in the same transaction.  If a transaction has multiple DML statements, then they will typically see different snapshots of CURRENT_TIMESTAMP, and consequently the history rows that the triggers generate will not have the same transaction time.    This is an especially serious problem if more than one table is being tracked.  Transactions in typical applications require DML to multiple tables, requiring multiple UPDATE, DELETE and INSERT statements in the same transaction.  Thus it will be impossible to correlate whether a change that is recorded for one table occurred in the same transaction with a change for another table.  In addition, because DBMSs support concurrency, it can happen that DML operations in separate transactions may have the same CURRENT_TIMESTAMP, which will produce gratuitous correlations between rows in the history tables.  Thus transaction time cannot fulfill its primary role, which is to enable the user to reconstruct the sequence of committed states of the database.

Solution

None provided with comment.
	

	35
	USA-P07-035
	USA-P07-017
	1-Major Technical
	P07-05.01.08, HS_CreatePNormalizeMethod procedure
	**Editor's Note 7-127**

Possible Problem:

(Described in UKB-013 Subclause 4.1.8 Item 7)

FROM HS_TBL_emp

UNION ALL

SELECT HT1.empid, HT1.empname, HT1.title,

HT1.salary, HT1.dept,

NEW HS_History(

HT1.HS_Hist.HS_HistoryBeginTime,

HT2.HS_Hist.HS_HistoryEndTime,

HT1.HS_Hist.HS_TransactionBeginTime,

HT2.HS_Hist.HS_TransactionEndTime)

FROM PeriodTemp HT1, HS_TBL_emp HT2

WHERE HT1.empid = HT2.empid

AND HT1.HS_Hist.HS_HistoryEndTime =

HT2.HS_Hist.HS_HistoryBeginTime

I think this method is incorrectly focused on finding history periods that meet. I have not been able to convince myself that the design insures that history periods meet if and only if transaction periods meet, though I think that is the intent. The correct criterion for recognizing that two generations meet is by comparing the

transaction periods. Alternatively, it may be necessary to define one method to amalgamate history periods and another one to amalgamate transaction periods.

Solution

None provided with comment.
	

	36
	USA-P07-036
	
	1-Major Technical
	P07-05.01.08, HS_CreatePNormalizeMethod procedure
	**Editor's Note 7-128**

Possible Problem:

(Described in UKB-013 Subclause 4.1.8 Item 9)

SELECT HT1.empid, HT1.empname, HT1.title,

HT1.salary, HT1.dept, HT1.HS_Hist

FROM PeriodTemp HT1

WHERE NOT EXISTS(

SELECT *

FROM PeriodTemp HT2

WHERE HT1.empid = HT2.empid

AND ('

|| periodColumnsComparison_HT1_HT2

')

AND ( HT1.HS_Hist.HS_HistoryBeginTime >

HT2.HS_Hist.HS_HistoryBeginTime

AND (HT2.HS_Hist.HS_HistoryEndTime IS NULL

OR HT1.HS_Hist.HS_HistoryBeginTime <

HT2.HS_Hist.HS_HistoryEndTime)

OR HT1.HS_Hist.HS_HistoryEndTime >

HT2.HS_Hist.HS_HistoryBeginTime

AND (HT2.HS_Hist.HS_HistoryEndTime IS NULL

OR HT1.HS_Hist.HS_HistoryEndTime <

HT2.HS_Hist.HS_HistoryEndTime)

)

)';

I think this condition should be testing transaction time rather than history time.

Solution

None provided with comment.
	

	37
	USA-P07-037
	
	1-Major Technical
	P07-05.02.01, HS_DropHistory procedure
	**Editor's Note 7-130**

Possible Problem:

(Described in UKB-013 Subclause 4.2 Item 2)

If the user’s purpose is to economize on space, then the user is probably more interested in an ability to discard all history rows prior to some date. We might call this HS_TruncateHistory. All rows whose transaction end time is before a specified time would be deleted. It might also be desired to convert any  remaining transaction beginning times that are before the specified time to the specified time.

Solution

None provided with comment.
	

	38
	USA-P07-038
	
	2-Minor technical
	P07-05.03, Utility procedures for history
	**Editor's Note 7-131**

Possible Problem:

(Described in UKB-013 Subclause 4.3)

I think that the postfix arguments are never used, though I have not checked this carefully.

Solution

None provided with comment.
	

	39
	USA-P07-039
	
	3-Major Editorial
	P07-06.01, HS_History type and routines
	The Descriptions of the routines that return 1 or 0 to indicate True or False should include a rule stating in English what the return value means.  

Solution

None provided with comment.
	

	40
	USA-P07-040
	
	1-Major Technical
	P07-06.01.03, HS_Overlaps methods
	**Editor's Note 7-133**

Possible Problem:

(Described in UKB-013 Subclause 5.3)

This is the first of many methods which handle a null end time by treating it as CURRENT_TIMESTAMP. However, I have not seen a requirement that the user application use only values less than CURRENT_TIMESTAMP for the effective date. Indeed, the application may wish to set the effective date of a

row to be in the future. In that case, the previous generation’s history end date will be in the future, which means that it eventually will equal CURRENT_TIMESTAMP. I believe that a null end time should not be regarded as specifying an interval ending at CURRENT_TIMESTAMP; instead, the null end time is a value indefinitely far in the future. For computational convenience you may wish to coalesce with the last possible timestamp, 9999-12-31 23:59:59.999999, in which case you need to advise the user not to use that value as an effective date.

Solution

None provided with comment.
	

	41
	USA-P07-041
	
	1-Major Technical
	P07-06.01.11, HS_MonthInterval method
	**Editor's Note 7-136**

Possible Problem:

(Described in UKB-013 Subclause 5.9)

It is a difficult question, what to do if the end time is null. If we treat a null end time as CURRENT_TIMESTAMP, then the duration of such an HS_History value will change when it is examined in a later SQL statement. From that standpoint, null should be regarded as indefinitely far in the future. On the

other hand, the user may be using the duration in queries such as “who was professor the longest?” in which case the user wants null treated as an alias for CURRENT_TIMESTAMP. Since both semantics have their uses, it would be better to provide methods for each semantic. We might use “NullAsNow” and

“NullAsUnknown” in the names to distinguish them.

Solution

None provided with comment.
	

	42
	USA-P07-042
	
	1-Major Technical
	P07-06.01.13, HS_Intersect methods
	**Editor's Note 7-142**

Possible Problem:

(Described in UKB-013 Subclause 5.13 Item 3)

If the SELF history end time is null, it is treated as CURRENT_TIMESTAMP. I think it should be treated as indefinite future. For example, if I intersect [2003-01-01, infinity) with [2004-02-02, infinity), I should not receive [2004-02-02, CURRENT_TIMESTAMP) as the result. The result should also have an indefinite future end time.

Solution

None provided with comment.
	

	43
	USA-P07-043
	USA-P07-044
	2-Minor Technical
	P07-06.01.14, HS_Union methods
	**Editor's Note 7-148**

Possible Problem:

(Described in UKB-013 Subclause 5.15 Item 1)

Most methods with two TIMESTAMP arguments check to see which argument is greater than the other, choosing the smaller as the begin time and the larger as the end time. This one assumes that beginOfPeriod < endOfPeriod. This is not consistent.

Solution

None provided with comment.
	

	44
	USA-P07-044
	USA-P07-043
	2-Minor Technical
	P07-06.01.15, HS_Except methods
	**Editor's Note 7-153**

Possible Problem:

(Described in UKB-013 Subclause 5.17 Item 2)

This method assumes that beginOfPeriod < endOfPeriod, unlike most methods with two timestamp inputs.

Solution

None provided with comment.
	

	45
	USA-P07-045
	
	1-Major 

Technical
	P07-08.02, HS_CURRENT_STATE_TABLE base table
	There are several problems with this Subclause:

· The “Purpose” does not seem to be in sync with the “Definition”.

· The two constraints in the “Definition” seem to be misnamed.

· From the information provided here, it is not clear what the criteria are that decide which tables are listed here.

· The COLUMN_EXISTS constraint references a view, which is not supported by ISO/IEC 9075.

· Description 1) does not make sense since the table referenced in the Subclause does not describe any column.

Solution

None provided with comment.
	

	46
	USA-P07-046
	
	1-Major 

Technical
	P07-08.03, HS_HISTORY_COLUMNS base table
	There are several problems with this Subclause:

· The “Purpose” does not say which parameter of the HS_CreateHistory procedure is referred to as there is more than one parameter in that procedure. So it is not clear which parameter is meant.

· The COLUMN_EXISTS constraint references a view, which is not supported by ISO/IEC 9075.

· Description 2) says “The column is specified as the parameter of HS_CreateHistory procedure.” There is more than one parameter in that procedure. So it is not clear which parameter is meant. 

Solution

None provided with comment.
	

	47
	USA-P07-047
	
	1-Major 

Technical
	P07-No specific location
	It is not clear in which schema/catalog the objects (data types, tables, triggers, etc.). will reside that are created by the routines provided in this specification.

Solution

None provided with comment.
	

	48
	USA-P07-048
	
	1-Major 

Technical
	P07-No specific location
	It is not clear which authorization will be used by the routines provided in this specification to create the objects (data types, tables, triggers, etc.).

Solution

None provided with comment.
	

	49
	USA-P07-049
	
	1-Major 

Technical
	P07-No specific location
	The procedure HS_CreateHistory and its helper procedures do not handle fully qualified table names correctly (or better: at all); i.e., it seems to be assumed that there is only one catalog and one schema (see also the definition of the HS_CreateHistoryErrorCheck procedure).

Solution

None provided with comment.
	

	50
	USA-P07-050
	USA-P07-034
	1-Major 

Technical
	P07-No specific location
	The definitions/uses/concept of “transaction begin time” and “transaction end time” seem to be flawed as they do not refer to the time the transaction commits that effected the change but some other time.

Solution

None provided with comment. 
	

	51
	USA-P07-051
	
	1-Major 

Technical
	P07-No specific location
	The document seems to use the term “time” and “timestamp” interchangeably. For example, Subclause 3.1.2 defines “transaction begin time” as “a time when all the values of the primary key column(s) …. have become true according to the system”. However, the actual data type of the HS_TransactionBeginTime attribute of HS_History type definition in Subclause 6.1.1 is actually TIMESTAMP. There are other similar (mis)uses of the term “time” throughout the document. 

Solution

None provided with comment. 
	

	52
	USA-P07-052
	
	1-Major 

Technical
	P07-No specific location
	There does not seem to be any restriction on what changes are allowed on the history table and who is authorized to make those changes.

Solution

None provided with comment. 
	

	53
	USA-P07-053
	
	1-Major 

Technical
	P07-No specific location
	For a standard to be widely accepted and implemented, one needs to be able to understand it. In its current form, the document is unreadable in many places (one needs to guess what is meant in many cases) and full of technical problems (see the existing possible problems and editor’s notes). Given the large number of problems with the document (technical as well as editorial), we believe the document should not progress out of the CD stage. If additional work does occur on this part, it should be returned as a WD to WG4 for further work.

Solution

None provided with comment. 
	

	54
	USA-P07-054
	
	1-Major 

Technical
	P07-No specific location
	Even if the approach described in the SQL/MM History draft were a valid approach to the issue of capturing historical data changes, it is not the only approach, and is not the best approach.  Most of the decision points in this area are specific to individual applications, so it is inappropriate to codify one approach. We think that such work should – if done in a standard setting – be done within the context of SQL standard itself.

Solution

None provided with comment
	

	55
	USA-P07-055
	
	1-Major 

Technical
	P07-No specific location
	All Possible Problems and Editor’s Notes must be satisfactorily resolved and all problems discovered during the course of the ballot resolution process must be satisfactorily resolved. 

Solution

None provided with comment. 
	

	56
	USA-P07-056
	
	1-Major 

Technical
	P07-No specific location
	In general, we believe that defining transaction time support at the application level is the wrong level. Providing transaction time support should be integrated into the understanding of the database core functionalities and have impact on the SQL query language to improve the usability of SQL with transaction time enabled database objects. Such a more integrated approach would also be able to take into account aspects such as schema evolution of the tracked tables which appears to be missing from the existing draft. 

Furthermore, integrating more temporal aspects into the query language itself will provide functionality also to the notion of valid time (user-specified times).

Solution

None provided with comment.
	

	57
	USA-P07-057
	
	1-Major 

Technical
	P07-No specific location
	We are unable to discover any evidence that this will be implemented by more than a tiny handful of implemnters, which casts significant doubt on the chances of its market success. That in turn makes this a poor candidate for standardization. 

Solution

None provided with comment.
	

	58
	USA-P07-058
	
	1-Major 

Technical
	P07-No specific location
	We believe that a comprehensive, clear and understandable solution to the problem of managing temporal data in a relational database is not offered by this proposal. It is premature to entrench the semantics of the current proposal as an ISO/IEC standard given the lack of agreement within the database community, including the academic community, of a workable approach to the problems of temporal data.

Solution

None provided with comment.
	

	59
	USA-P07-059
	
	1-Major 

Technical
	P07-No specific location
	The granularity of the changes that are captured is not adequate for constructed types, user-defined types and large object types. 

Solution

None provided with comment.
	

	60
	USA-P07-060
	
	1-Major 

Technical
	P07-No specific location
	Most complex, multi-computer, and multi-application environments have transaction history not by table, but by transaction. The proposed approach is not useful for sophisticated database applications.
Solution

None provided with comment
	

	61
	USA-P07-061
	
	3-Major 

Editorial
	P07-No Specific location
	There used to be a Subclause titled “Concepts taken from ISO/IEC 9075” in the previous CD document. We don’t see this Subclause in this CD document anymore. This part definitely uses many concepts from ISO/IEC 9075. Such concepts should be appropriately referenced or defined.

Solution

None provided with comment.
	

	62
	USA-P07-062
	
	3-Major Editorial
	P07-No specific location
	While we recognize the fact that the Editors of this document are not native English speakers, we believe it is important to ensure that the English used in the document is grammatically correct. To avoid ambiguities and possible misinterpretations, a serious attempt should be made to fix as many of the grammatical errors present in the document as possible. 
Solution

None provided with comment.
	


<<< End of paper >>>

