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	 ISO/IEC FCD 13249-7 SQL/MM-Part 7: History

	
	CAN-P07-001
	
	4-Minor Editorial
	P07-00, Foreword
	The Foreword includes the following sentence which appears to include extraneous text:

ISO/IEC 13249-7 was prepared by Joint Technical Committee ISO/IEC JTC 1, JTC, Subcommittee SC 32, SC.

Solution

Replace this text with the following:

ISO/IEC 13249-7 was prepared by Joint Technical Committee ISO/IEC JTC 1, Subcommittee SC 32.
	

	
	CAN-P07-002
	
	4-Minor Editorial
	P07-00, Foreword
	The Foreword includes the following sentence which appears to include extraneous text:

This second/third/... edition cancels and replaces the first/second/... edition (), [clause(s) / subclause(s) / table(s) /

figure(s) / annex(es)] of which [has / have] been technically revised.
Solution

Either remove this text or replace it with a paragraph that statues this is the first edition of the standard.
	

	
	CAN-P07-040
	
	1-Major Technical
	P07-01, Scope
	The Scope includes the following restriction:

The scope of this part is limited to support for history when there is no changes to the definition of the schema of a tracked table.

Canada maintains its previous position that this specification MUST NOT be approved until this restriction is removed since this restricts the applicability of the specification to too small a domain of SQL databases.

In addition this restriction is actually too broad since we believe there are actually some schema changes to the tracked table e.g. those on columns NOT being tracked that would not impact this specification.
Solution

No solution provided with comment.
	

	
	CAN-P07-004
	
	3-Major Editorial
	P07-03.01.01, Definitions take from ISO/IEC 9075-1
	This section indicates the term “atomic” is to be used as defined in 9075-1.  But the term “atomic” is never used in the text of the document.  The keyword ATOMIC is used in several places but this is not the same as the definition of “atomic”.

Solution

Ensure that all terms defined in other standards are actually referenced in this specification.
	

	
	CAN-P07-005
	
	3-Major Editorial
	P07-03.01.01, Definitions take from ISO/IEC 9075-1
	This specification uses many definitions from 9075-1 that are NOT included in this section.  For example “row” and “table” are defined in 9075-1 but are omitted from this section.

Solution

Ensure that all terms defined in other standards that are referenced in this specification are included in Section 3.1 Definitions.
	

	
	CAN-P07-003
	
	1-Major Technical
	P07-03.01.04, Definition provided in Part 7 
	This section includes the following definition:

3.1.4.4

history row set

a set of rows in a history table that have the same value in each of the column(s) corresponding to the primary key of the table being tracked
In CAN-P07-009 on the previous CD of this specification, Canada noted that not all tracked tables have a primary key since having a primary key is not a requirement of a persistent base table.

This comment marked was resolved by FAO-013 which ensured that the HS_CREATEHistory procedure raises an error if the persistent base table does not have a primary key.

This limitation is very serious and is not noted anywhere in the specification.  For example, the Scope clause omits this limitation as does the Overview section in the Concepts clause.

Solution

Ensure that this limitation is highlighted in the specification.
	

	
	CAN-P07-006
	
	3-Major Editorial
	P07-03.01.04, Definitions provided in Part 7
	The list of defined terms is incomplete.  

Candidate additional terms include: “tracked table”, “transaction timestamp”, etc.

Solution

No solution provided with comment. 
	

	
	CAN-P07-007
	
	3-Major Editorial
	P07-03.01.04, Definitions provided in Part 7
	This section defines “period” with the following definition:

“a duration of time with a begin time and an end time”

This definition needs to be clarified since the begin time and end time apply to the same row.
Solution

Modify the definition to the following:

 “a duration of time with a begin time and an end time where the end time is greater than the being time in a given row”
	

	
	CAN-P07-008
	
	3-Major Editorial
	P07-03.01.04, Definitions provided in Part 7
	This section defines “period normalization” with the following definition:

“an operation that makes one or more contiguous periods into a single period”

This definition does not define what “contiguous” means.
Solution

No solution provided with comment.
	

	
	CAN-P07-009
	
	2-Minor Technical
	P07-04.01.01, Tracked Table and History Table
	This section states:

“A tracked table is a base table subject to have a history table …”

ISO 9075-2 states:

“A base table is either a persistent base table, a global temporary table, a created local temporary table, or a declared local temporary table.”

Does this specification apply to all types of “base tables” or only to “persistent base tables”?

Solution

No solution provided with comment. 
	

	
	CAN-P07-010
	
	3-Major Editorial
	P07-04.01.01, Tracked Table and History Table
	This section states:

“The current values held by a tracked table change as time passes, and old values are lost when an update to the tracked table is executed.”

This sentence needs to be rewritten since it appears to imply that values change over time with no given reason.

Solution

No solution provided with comment. 
	

	
	CAN-P07-011
	
	3-Major Editorial
	P07-04.01.01, Tracked Table and History Table
	The example in this section implies that the “Tracked Table TT” has four columns by putting each column in a separate box.  But the diagram for the “History Table of Tracked Table TT” contains 5 boxes but it would only contain 4 columns.  The boxes for “HS_Hist.HS_BeginTime” and “HS_Hist.HS_EndTime” are not actually columns but values in the structured type of the last column in the table.
Solution

Change the example to more correctly reflect the number of columns in the History Table. 
	

	
	CAN-P07-012
	
	4-Minor Editorial
	P07-04.01.01, Tracked Table and History Table
	This section includes the following sentence:

A row in the history table, namely history row, represents that the values of the columns (in this example, ID, Column A, and Column B) has been or had been stored as the values of the corresponding tracked row from begin time to end time.
The usage of “has been or had been” needs to be fixed.

Solution

Change the text to the following:

A row in the history table, namely history row, represents the values of the columns (in this example, ID, Column A, and Column B) that existed from begin time to end time.
	

	
	CAN-P07-013
	
	4-Minor Editorial
	P07-04.01.01, Tracked Table and History Table
	This section includes the following sentence:

But if multiple DML operations are executed in the same transaction, these operations typically see different snapshots of CURRENT_TIMESTAMP. This is an especially serious problem if more than one table is being tracked.
It is not clear what “snapshots of CURRENT_TIMESTAMP” means.  We recommend that the sentence use “values of CURRENT_TIMESTAMP”.

Solution

Change the text to the following:

But if multiple DML operations are executed in the same transaction, these operations typically see different values of CURRENT_TIMESTAMP. This is an especially serious problem if more than one table is being tracked.
	

	
	CAN-P07-014
	
	3-Major Editorial
	P07-04.01.02, Concept of Transaction Time
	This section does not provide a definition of “transaction”.  Since ISO 9075 does not provide a definition that can be referred to from this specification we suggest that the correct term that should be used here is “SQL-transaction” and that the text provide a Note pointing to the explanation of this term from ISO 9075-1 Section 4.8.5 SQL-Transactions.

Solution

Implementation of this comment may require many changes to the usage of the standalone term “transaction”.
	

	
	CAN-P07-015
	
	1-Major Technical
	P07-04.01.02, Concept of Transaction Time
	This specification does not provide any information about the possible impact of the SQL-transaction’s isolation level.  In particular it is not obvious whether this specification works for lower isolation levels than SERIALIZABLE.

Solution

No solution provided with comment.
	

	
	CAN-P07-016
	
	3-Major Editorial
	P07-04.01.02, Concept of Transaction Time
	This section includes the following sentence:

Relation between the time order of the time of transaction completion and the time order of the value of transaction timestamp corresponding to each transactions is implementation-dependent.

It is not clear what this sentence means.  We think it may be saying that an implementation can choose whether the “transaction time” is based on when a transaction begins or possibly when it ends.

Solution

Change the text to the following:

The value of transaction time is implementation-dependent and can be the value of any CURRENT_TIMESTAMP that exists from the start of the transaction until the completion of the transaction.
	

	
	CAN-P07-017
	
	4-Minor Editorial
	P07-04.01.02, Concept of Transaction Time
	This section includes the following bullet as part of the requirements for “transaction timestamp”:

Instead of the value of CURRENT_TIMESTAMP, the value of transaction timestamp is used as the value of a begin time or an end time of a history row.
This is not a definitional requirement of “transaction timestamp” but instead describes how it is used.

Solution

1. Remove the bullet identified above.

2. Add the following text after the two remaining requirements for “transaction timestamp”:

The value of transaction timestamp is used as the value of a begin time or an end time of a history row (see Section 4.1.3 Operations of Tracked Table).
	

	
	CAN-P07-018
	
	4-Minor Editorial
	P07-04.01.03, Operations of Track Table
	This section includes several awkward English expressions.

Solution

1. Change:

If the HS_CreateHistory procedure is invoked, all rows in the tracked table is inserted into the history table, and value of begin time of all history rows is set to the value of transaction timestamp.

to:

If the HS_CreateHistory procedure is invoked, all rows in the tracked table is inserted into the history table, and the value of begin time of all history rows is set to the value of transaction timestamp.
2. Change

If an insert operation to a tracked table is executed …

to:

If an insert operation on a tracked table is executed …

3. Change

If an update operation to a tracked table is executed …

to:

If an update operation on a tracked table is executed …

4. Change

If a delete operation to a tracked table is executed …

to:

If a delete operation on a tracked table is executed …
	

	
	CAN-P07-019
	
	3-Major Editorial
	P07-04.01.03, Operations of Track Table
	This section uses the phrase “previous history row” without defining it.  We believe it might be the row in the history table with a NULL end time but we are not sure.  A clear definition should be provided.

Solution

No solution provided with comment.
	

	
	CAN-P07-024
	
	4-Minor Editorial
	P07-04.01.03, Operations of Track Table
	This section the phrase “the begin time  … is set to the value of transaction timestamp”.  It would help the reader if this section or Section 4.1.2 made it clear that the value of “transaction timestamp” is determined by calling the function HS_GetTransacationTimestamp.

Solution

No solution provided with comment.
	

	
	CAN-P07-020
	
	4-Minor Editorial
	P07-04.01.04, Querying to History Table
	Change the title of this section to “Querying a History Table”.

Solution

See above.
	

	
	CAN-P07-021
	
	4-Minor Editorial
	P07-04.01.04, Querying to History Table
	Change the first paragraph in the section as follows:

In order to query a history table, an application must be able to specify conditions for the begin time or the end time that it is interested in. Also an application must be able to extract the value of the begin time or the end time or to execute time-related operations.
The Editor is requested to change any other occurrences of “querying to a table” to “querying a table”.

Solution

See above.
	

	
	CAN-P07-022
	
	4-Minor Editorial
	P07-04.01.04, Querying to History Table
	This section describes an Overlaps function that can be used on two period values.  In addition is describes a Proceeds and a Succeeds function.  We don’t believe that both Proceeds and Succeeds are needed since they are identical functions simply with their input parameter values reversed. 

Solution

No solution provided with comment.
	

	
	CAN-P07-023
	
	3-Major Editorial
	P07-04.01.04, Querying to History Table
	This section enumerates the methods provided and describes only some of these functions.  For example the following methods are NOT described in this section: HS_MonthInterval, HS_DayInterval, HS_Intersects, HS_Union, HS_Except. 

All of the methods provided should be described in this section.

Solution

No solution provided with comment.
	

	
	CAN-P07-025
	
	3-Major Editorial
	P07-04.01.05, Concept of Period Normalization
	This section describes “period normalization” with an example that involves two tracked columns and a “normalization” operation that looks at the changes to only one of the tracked columns.  The section should also include an example to show that normalization operation can be applied generally to the case where there are N tracked columns and the normalization occurs for any number of columns that is less than N.   

Solution

No solution provided with comment.
	

	
	CAN-P07-026
	
	3-Major Editorial
	P07-04.01.05, Concept of Period Normalization
	This section includes an example which provides a table of values entitled “History Table of Tracked Table TT”.  This example should be related back to the example in Section 4.1.1 so that it is obvious to the reader that the ID column is meant to represent the primary key of the tracked table.

Solution

No solution provided with comment.
	

	
	CAN-P07-027
	
	3-Major Editorial
	P07-04.01.05, Concept of Period Normalization
	This section includes an example which provides a table of values entitled “History Table of Tracked Table TT”.  This example should be expanded to be more realistic so that there are history rows for more than one primary key table from the tracked table.  Then the example could show the collection of the history rows into sets for each primary key value since this is an important part of the period normalization process.

Solution

No solution provided with comment.
	

	
	CAN-P07-028
	
	3-Major Editorial
	P07-04.01.05, Concept of Period Normalization
	This section begins with the following paragraph:

In ISO/IEC 9075, grouping functionality and some aggregate functions which are generally used are provided. On the other hand, in this part of ISO/IEC 13249, period normalization is provided as grouping and aggregation functionality.
There is no motivation provided for why the “period normalization” operation defined in this specification is similar to the “grouping” and “aggregate” functions of ISO 9075.  In fact we believe that “period normalization” is very different that the ISO 9075 operations.  We suggest that the motivation be provided OR this paragraph be deleted and a new introductory paragraph be supplied.

Solution

No solution provided with comment.
	

	
	CAN-P07-029
	
	3-Major Editorial
	P07-04.01.05, Concept of Period Normalization
	This section uses awkward English and many of the paragraphs need to be clarified by rewording.

We provide one example here for the following paragraphs:

In this subclause, it is considered that a history table has at least two tracked columns. A history row is inserted into a history table when at least one of values of tracked columns is changed. Therefore, if its attention is paid only to some column(s) of the columns specified as tracked columns, the same value may be held over two or

more continuous history rows. In order to acquire the length of the period of which the value of some column has not been changed, from such a history table, it is necessary to specify a complicated query.

Then, in this part of ISO/IEC 13249, the concept of period for some specific column(s) is introduced, and the functionality to specify queries about the period, in which the value of some specific column(s) did not have been changed, is provided.

The idea of period to some specific column is to generate new table, which will be generated when it is assumed that only some specific column was specified as tracked column, from original history table. Period to the column which was not specified as tracked column cannot be derived.

Period normalization of selected columns of a history table is an operation that makes one or more history rows into a single history row.
Solution

Replace with the following re-worded text:

In the sub-section, we consider the case where a history table has two tracked columns. In this case a history row is inserted into the history table whenever at least one of tracked columns is changed.

Now let us consider an application that wants to use a history table on only one of the two tracked columns that were originally selected.  Since it was possible that tracked rows were added to the originally specified history table for changes in the other column the application would have to specify a complicated query to determine the actual length of the periods when the values of the selected column were not changed.

The operation of “period normalization” is introduced in this part of ISO/IEC 13249 to permit the derivation of a tracked table on a subset of the original set of tracked columns of a history table. 

Period normalization of selected columns of a history table is an operation that dervies a single history row from makes one or more history rows.
	

	
	CAN-P07-030
	
	3-Major Editorial
	P07-04.01.05, Concept of Period Normalization
	This section uses awkward English and many of the paragraphs need to be clarified by rewording.

We believe the following paragraph needs clarification:

In order to execute period normalization of selected columns of a history table, history rows in the same history row set are divided into sets of history rows, whose values of the selected columns are identical among the contiguous history rows. In each set of history rows, the values of the selected columns are identical from begin time of the oldest history row to end time of the latest history row. Therefore, the period-normalized table is such a table that holds the rows which have the following values. (1) The values of the selected columns, which are common to all of

rows in each set of history rows. (2) The values of the begin time of the oldest history row in each set of history rows. (3) The values of the end time of the latest history row in each set of history rows. (4) Null values for the other columns in a history row.
Solution

Replace with the following re-worded text:

In order to execute period normalization of selected columns of a history table, the history rows of a history row set are divided into sets of history rows, whose values of the selected columns are identical across a set of history rows whose periods is time contiguous. 

In each such set of history rows, the values of the selected columns are identical from the begin time of the oldest history row in the set to the end time of the latest history row in the set. Therefore, the period-normalized history table holds one row for each set of history rows in each history row set which have the following values: 

(1) The values of the selected columns which are common to all of the rows in the set of history rows. 

(2) The value of the begin time of the oldest history row in the set of history rows. 

(3) The value of the end time of the latest history row in the set of history rows. 

(4) Null values for the other tracked columns in the history row.
	

	
	CAN-P07-031
	
	1-Major Technical
	P07-04.01.05, Concept of Period Normalization
	This section contains the following text:

In order to execute period normalization of selected columns of a history table, history rows in the same history row set are divided into sets of history rows, whose values of the selected columns are identical among the contiguous history rows. 

There is no definition of “identical” provided in this section.  We believe that like ISO 9075 the “sets of history rows” should be defined as each having “distinct” values which is defined by the <distinct predicate>.
Solution

None provided with comment.
	

	
	CAN-P07-032
	
	3-Major Editorial
	P07-04.02, Structure of History Table
	The first paragraph in this section is repetitive and uses awkward English phrasing.

Solution

Replace the paragraph with the following text:

Whenever an update/insert operation occurs on a tracked row, a row is inserted into a history table. A row inserted into a history table is called a history row. Such history rows can be grouped as rows corresponding to a certain tracked row. A multiset of history rows corresponding to a certain tracked row is called a history row set of the tracked row.
	

	
	CAN-P07-033
	
	3-Major Editorial
	P07-04.02, Structure of History Table
	The third paragraph in this section is not clear and uses awkward English phrasing.

Solution

Replace the paragraph with the following text:

The following adjustments must be maintained between the members of a history row set of a tracked row:

- The time order of the values of the begin times for all history rows contained in a history row set must be the same as the order that the history rows were added to the history table.

- The begin time of history row A in a history row set must be equal to the end time of the history row B in the history row set that was added immediately before history row A was added.
	

	
	CAN-P07-034
	
	3-Major Editorial
	P07-04.03, Generating History Table and Storing History Row to History Table
	The second paragraph in this section is not clear and uses awkward English phrasing.

Solution

Replace the paragraph with the following text:

In order to keep a history table up to date with changes made to thre tracked table, the following triggers are defined:

- An AFTER trigger to insert a new history row into the history table when the value of a tracked column is updated.

- An AFTER trigger to insert a new history row into the history table when a row is inserted into the tracked table.

- An AFTER trigger to update the end time of the latest history row to the transaction timestamp value when a row is deleted from the tracked table.
	

	
	CAN-P07-035
	
	3-Major Editorial
	P07-04.04, Referring History Table
	This section is unclear possibly due to awkward English usage.  What does “To refer the history table” mean?  Should this be “To reference a history table”?  Or should this be “Retrieving a history table”?  Our solution assumes the latter.

Solution

Replace this section with the following text:

4.4 Retrieving a History Table

To retrieve a history table, the HS_HistoryTable method or the HS_PNormalize method of <TableTypeIdentifier> should be used. The HS_HistoryTable method returns the whole history table unchanged. The HS_PNormalize method returns a table that is the result of period normalization of selected column(s) of the history table.
	

	
	CAN-P07-041
	
	2-Minor  Technical
	P07-05.01.01, HS_CreateHistory Procedure
	Note 1 in DR 2) states:

An enabled authorization identifier is defined in ISO/IEC 9075 and it means a current authorization identifier and applicable roles of it.
This text does not seem to match the actual definition of an enabled authorization identifier from Section 4.34.4 Security model definitions of ISO 9075-2 which states:

An authorization identifier is enabled if it is the current user identifier, the current role name, or a role name that is applicable for the current role name.
Solution

We suggest removing the confusing text:

 “and it means a current authorization identifier and applicable roles of it” 
	

	
	CAN-P07-042
	
	2-Minor Technical
	P07-05.01.01, HS_CreateHistory Procedure
	DR 3) states:

If an error occurred in one of sub-procedures invoked in the HS_CreateHistory procedure, all operations should be rollbacked.
We don’t believe there is a defined meaning for “rollbacked”.

Solution

Replace DR 3) with the following:

If an error occurred in one of sub-procedures invoked in the HS_CreateHistory procedure, the HS_CreateHistory  procedure is implicitly ended with a <rollback statement>.
	

	
	CAN-P07-043
	
	1-Major Technical
	P07-05.01.01, HS_CreateHistory Procedure
	The HS_CreateHistory procedure does not appear to check that the authorization identifier being used has the appropriate privileges on the history table columns that are being tracked.
Solution

No solution provided with comment.
	

	
	CAN-P07-044
	
	1-Major Technical
	P07-05.01.01, HS_CreateHistory Procedure
	It is not clear what would happen if the privileges on the history table columns that are being tracked that are required to successfully execute the HS_CreateHistory procedure are subsequently revoked.  The specification must handle this situation by clearly specifying what privileges are required and what happens to the history table if those privileges are ever revoked during the life of the history table.
Solution

No solution provided with comment.
	

	
	CAN-P07-045
	
	1-Major Technical
	P07-05.01.01, HS_CreateHistory Procedure
	It is not clear what would happen if the privileges on the history table columns that are being tracked that are required to successfully execute the HS_CreateHistory procedure are not the same as the privileges of the <user identifier> that is in effect for other operations that act on the history table.  For example, what happens if a <user identifier> that does not have SELECT privilege on one of the tracked columns attempts to execute the HS_PNormalize method on that column?  Don’t the privileges on the tracked columns need be mimicked in the history table?

Solution

No solution provided with comment.
	

	
	CAN-P07-036
	
	1-Major Technical
	P07-05.01.02, HS_CreateHistoryErrorCheck Procedure
	We believe it should be an error if any of the tracked columns are part of the primary key since this would cause the HS_CreateHistoryTableType routine to execute a CREATE TYPE with at least two columns of the same name.
Solution

No solution provided with comment. 
	

	
	CAN-P07-046
	
	1-Major Technical
	P07-05.01.04, HS_CreateHistoryTable Procedure
	This section contains an unresolved Possible Problem:

**Editor's Note 7-163**

Possible Problem:

(Described in BWU-017 B.1)a) and B.1)b)

While reviewing this paper we looked at the HS_CreateHistoryTable routine and noticed the Definitional Rule 2 which defines access rights the generated history table. We find the use of terms like “everyone”, “anyone”, “others” as being undefined. We believe this DR should be replaced with actual GRANT statements so that it is clear what USERs and/or ROLEs are granted what privileges.

In addition the subrules in DR 2 mentions granting access to TRIGGERS which we are not sure how this is done.

See also Canada’s other comments about the need to clearly defined the privileges required for the operations defined in this specification to work successfully.

Solution

No solution provided with comment. 
	

	
	CAN-P07-047
	
	1-Major Technical
	P07-05.01.05, HS_CreateUpdateTrigger Procedure
	The HS_CreateUpdateTrigger procedure does not appear to handle the case where the update operation changes the values of one or more of columns in the primary key.  It seems to only check if the update operation impacts the tracked columns.  

The specification must clearly state how the history table handles changes to the primary key column values.
Solution

No solution provided with comment. 
	

	
	CAN-P07-048
	
	1-Major Technical
	P07-05.01.08, HS_CreatePNormalizeMethod Procedure
	The HS_CreatePNornmalizeMethod procedure does not appear to handle the case where there is only one tracked column.  We believe that this routine should insist that there are more than one tracked column otherwise the normalize operation does not make sense.

Solution

No solution provided with comment. 
	

	
	CAN-P07-049
	
	1-Major Technical
	P07-05.01.08, HS_CreatePNormalizeMethod Procedure
	The HS_CreatePNornmalizeMethod procedure appears to assume no changes in the primary key values for the set of history tables rows being processed.  How does this operation handle the case where an update to the tracked table involves changes to the columns that make up the primary key?

Solution

No solution provided with comment. 
	

	
	CAN-P07-050
	
	1-Major Technical
	P07-05.02, HS_DropHistory Procedure and Sub Procedures
	This section contains the following unresolved Possible Problem:

**Editor's Note 7-165**

Possible Problem:

(Described in BWU-017 B.3)b)

Canada also noted when reviewing the routines used for dropping a History table that many use metadata commands like DROP TRIGGER, DROP TYPE, etc. without checking the Information Schema to ensure that these named objects exist. It would be preferable to actually check each object’s existence before it is dropped.

This Possible Problem must be resolved before the specification is advanced.
Solution

No solution provided with comment. 
	

	
	CAN-P07-051
	
	1-Major Technical
	P07-05.02.03, HS_DropHistoryTableTypeMethod Procedure
	This section contains the following unresolved Possible Problem:

**Editor's Note 7-166**

Possible Problem:

(Described in BWU-017 B.3)c)

Canada also noted when reviewing the routines used for dropping a History table that they include a Definitional rule that states restrictions on how the subroutine can be used. For example:

Definitional Rules

1) The HS_DropHistoryTableTypeMethod(CHARACTER VARYING(<TableNameLength>)) procedure should be invoked only in the HS_DropHistory(CHARACTER VARYING(<TableNameLength>),

CHARACTER VARYING(<TableNameLength>)) procedure.

Canada does not understand how an implementation is supposed to implement this rule without specific text about what routines in the specification are actually visible and executable by users. This may mean that the issues of access control and privileges have not yet been handled by the CD. See also CAN-P07-013.

This Possible Problem must be resolved before the specification is advanced.  See also Canada’s other ballot comments about the need for the specification to clearly state the privileges required for the operations defined by this specification.
Solution

No solution provided with comment. 
	

	
	CAN-P07-052
	
	3-Major Editorial
	P07-05.03.01, HS_CreateCommanSeparatedPrimarKeyList Procedure
	Description 2) contains the following text:

2) Target table name to generate comma-separated list of the text, which concatenate the specified prefix, name of primary key column and the specified postfix, is given to the input parameter TableName.

The structure and meaning of this sentence is not clear.

Solution

a) Change Description 2) to the following:

2) The target table name used to generate a comma-separated list of values which concatenate the specified prefix, the name of primary key column and the specified postfix, is given by the input parameter TableName.

b) This type of change needs to be made in other sub-clauses as well.
	

	
	CAN-P07-053
	
	3-Major Editorial
	P07-05.03.01, HS_CreateCommanSeparatedPrimarKeyList Procedure
	Description 6) contains the following text:

6) The text which is comma-separated list of the text, which concatenate the specified prefix, name of primary key column of the specified table and the specified postfix, is stored to the output parameter ResultValue.

This sentence refers to “the text” multiple times and thus is not clear.

Solution

a) Change Description 6) to the following:

6) The procedure generates a comma-separated list of values which consist of the specified prefix, the name of primary key column of the specified table and the specified postfix which is then returned in the output parameter ResultValue.

b) This type of change needs to be made in other sub-clauses as well.
	

	
	CAN-P07-054
	
	4-Minor Editorial
	P07-05.03.02, HS_CreateCommanSeparatedPrimarKeyandTypeList Procedure
	The Description items in this sub-clause are not numbered consecutively ie. items 4 and 5 are missing.

Solution

Renumber the Description items with consecutive numbers.
	

	
	CAN-P07-055
	
	4-Minor Editorial
	P07-05.03.04, Functions for extracting an identifier
	The functions described in this sub-clause are all described with the keywords “CONTAINS SQL” and yet none of the bodies provided actually are described with SQL syntax.

Solution

No solution provided with comment.
	

	
	CAN-P07-056
	
	4-Minor Editorial
	P07-05.03.08, HS_GetPrimaryKeys function
	Description 3) b) contains the following text:

b) Return a table that contains a single column PrimaryKeyColumn of the column name of the primary key of <table name>.
The single column actually contains the “column names” of the primary key.

Solution

Change Description 3)b) to the following:

b) Return a table that contains a single column PrimaryKeyColumn of the column names of the primary key of <table name>.
	

	
	CAN-P07-038
	
	2-Minor Technical
	P07-05.05, Schema for <TableTypeIdentifier> Type
	The Description states:

1) The <schema name> of <CatalogName> . <SchemaName>, together with the schema which includes routines and types predefined by ISO/IEC 13249, is contained in the implementation-defined <schema name list> of the SQL-path of an SQL-client module, an SQL-server module, schema definition, or SQL-session.

Several terms in this description (e.g. SQL-path, SQL-client module, SQL-server module) from ISO 9075 are not referenced in Section 3.1 Definitions.

Solution

Ensure that all defined terms from other standards are referenced from Section 3.1 Definitions.
	

	
	CAN-P07-039
	
	2-Minor Technical
	P07-05.05, Schema for <TableTypeIdentifier> Type
	The Description states:

2) The <schema name> of <CatalogName> . <SchemaName>, together with the schema which includes routines and types predefined by ISO/IEC 13249, is contained in the implementation-defined <schema name list> of the SQL-path of an SQL-client module, an SQL-server module, schema definition, or SQL-session.

It is unclear what “schema definition” refers to in this Description.  Is it meant to refer to “<schema definition>” from ISO 9075-2?

Solution

None provided with comment.
	

	
	CAN-P07-057
	
	1-Major Technical
	P07-06.03.08, HS_GetPrimaryKeys function
	This section defines the HS_History type as follows:

CREATE TYPE HS_History

AS (

     HS_BeginTime TIMESTAMP,

     HS_EndTime TIMESTAMP

   )

…

This CREATE TYPE defines both the HS_BeginTime and HS_EndTime attributes with a <timestamp precision> of zero since the value is omitted as permitted for a <datetime type>.  This means that all HS_BeginTime and HS_EndTimes resolve to the second level since there are no fractional second values stored.

If a series of changes to a row with a particular primary key value in the tracked table are all made within the same second of time then it is possible that the begin time and end time for multiple rows in the history table will all have the same TIMESTAMP value.  This appears to be a serious problem since several of the procedures in this specification assume that the HS_BeginTime and the HS_EndTime attributes within a row or across rows do NOT have the same value.

We believe that the definition of this type must be changed to use the “TIMESTAMP(P)” syntax permitted <datetime type> to define the <timestamp precision> value of P.  In addition P must be large enough to guarantee that all HS_BeginTime and HS_EndTimes are different!  In fact the procedures in this specification that add rows to the history table should be changed to ensure that it is NOT possible to create history rows whose HS_BeginTime and HS_EndTimes are NOT different.

In addition there are other functions or methods that return accept or return a TIMESTAMP value without <timestamp precision>.  The usage of “TIMESTAMP(P)” must be consistent throughout this specification.

Solution

No solution provided with comment.
	

	
	CAN-P07-037
	
	3-Major Editorial
	P-07-99, Bibliography
	The supplied Bibliography references several parts of the ISO 9075 standard that do not appear as Normative References.  As far as we can see these documents are never used in SQL/MM History.  

Solution

Remove the entries in the Bibliography that are not referenced.  If the Bibliography is removed then all references to it e.g. in the Foreword can also be removed.
	

	
	CAN-P07-058
	
	1-Major 

Technical
	P07-No specific location
	Canada has found many Major Technical items which we believe are serious flaws in the FCD that we insist need to be fixed before we would change our vote.  Note that some of these flaws were identified in the previous CD document and caused Canada to vote no on progression to FCD.

These problems include:

a) restrictions on the applicability of the specification since it makes several assumptions that we do not agree with e.g. the tracked table must have a primary key, no schema changes are permitted, etc.

b) lack of a complete specification which makes the specification inadequate for standardization e.g. no clear description of the impact of SQL isolation level and no clear description of the impact of SQL privileges on the defined methods, functions and procedures.

c) several technical problems including defining the begin and end history attributes on a TIMESTAMP that resolves only to the second level.

Solution

None provided with comment.
	

	
	CAN-P07-059
	
	1-Major 

Technical
	P07-No specific location
	Defining the semantics using "generated SQL" statements is very difficult especially when the SQL fragments contain no comments.

Solution

None provided with comment.
	

	
	CAN-P07-060
	
	1-Major 

Technical
	P07-No specific location
	All Possible Problems and Editor’s Notes must be satisfactorily resolved and all problems discovered during the course of the ballot resolution process must be satisfactorily resolved. 

Solution

None provided with comment. 
	


Japan Comments on SC32 N 1827: ISO/IEC FCD 13249-7
	SEQ
#
	Cmnt
ID
	See
Also
	
Severity
	
Reference
	
Description
	Addressed By

	SQL/Foundation CD

	1
	JPN-P07-001
	
	1-Major Technical
	P07-05.01, HS_CreateHistory Procedure and Sub Procedures
	HS_HistoryTable method of <TableTypeIdentifier> type is defined in subclause 6.2.2, "HS_HistoryTable Method".  However, there is no definition of procedure to create HS_HistoryTable method.

Solution

None provided with comment.
	

	2
	JPN-P07-002
	
	1-Major Technical
	P07-05.01.03, HS_CreateHistoryTableType Procedure
	A history table consists of primary key columns and tracked columns of an tracked table.  If a HS_CreateHistory procedure is invoked with column names which contain the primary key columns of the specified tracked table, then it fails to create a history table type.  It should be checked whether the name of primary key columns are specified or not before creating a history table type.
Solution

None provided with comment.
	

	3
	JPN-P07-003
	
	1-Major Technical
	P07-05.01.04, HS_CreateHistoryTable Procedure
	Possible Problem noted by Editor's Note 7-163 should be resolved.

**Editor's Note 7-163**

Possible Problem:

(Described in BWU-017  B.1)a) and B.1)b)

While reviewing this paper we looked at the HS_CreateHistoryTable routine and noticed the Definitional Rule 2 which defines access rights the generated history table. We find the use of terms like “everyone”, “anyone”, “others” as being undefined. We believe this DR should be replaced with actual GRANT statements so that it is clear what USERs and/or ROLEs are granted what privileges.

In addition the subrules in DR 2 mentions granting access to TRIGGERS which we are not sure how this is done.
Solution

None provided with comment.
	

	4
	JPN-P07-004
	
	1-Major Technical
	P07-No specific location
	If the rate of transaction execution exceeds the precision of TIMESTAMP value, the values of CURRENT_TIMESTAMP that each transaction obtains may be identical.  Under such environment, when just one row in a tracked table is updated multiple times, multiple rows are inserted into the corresponding history table, and the values of begin time of the inserted rows may be identical.  When it was so, it is not possible to specify history row uniquely only by the primary key value of tracked table and begin time any more.  So it is necessary to hold a sequence value in a surrogate key column of a history table, and to maintain the identity and temporal order of history rows.
Solution

None provided with comment.
	

	5
	JPN-P07-005
	
	1-Major Technical
	P07-05.02, HS_DropHistory Procedure and Sub Procedures
	Possible Problem noted by Editor's Note 7-165 should be resolved.

**Editor's Note 7-165**

Possible Problem:

(Described in BWU-017 B.3)b)

Canada also noted when reviewing the routines used for dropping a History table that many use metadata commands like DROP TRIGGER, DROP TYPE, etc. without checking the Information Schema to ensure that these named objects exist. It would be preferable to actually check each object’s existence before it is dropped.
Solution

None provided with comment.
	

	6
	JPN-P07-006
	
	1-Major Technical
	P07-05.02.03, HS_DropHistoryTableTypeMethod Procedure
	Possible Problem noted by Editor's Note 7-166 should be resolved.

**Editor's Note 7-166**

Possible Problem:

(Described in BWU-017 B.3)c)

Canada also noted when reviewing the routines used for dropping a History table that they include a Definitional rule that states restrictions on how the subroutine can be used. For example:

Definitional Rules

1) The HS_DropHistoryTableTypeMethod(CHARACTER VARYING(<TableNameLength>)) procedure should beinvoked only in the HS_DropHistory(CHARACTER VARYING(<TableNameLength>), CHARACTER VARYING(<TableNameLength>)) procedure.

Canada does not understand how an implementation is supposed to implement this rule without specific text about what routines in the specification are actually visible and executable by users. This may mean that the issues of access control and privileges have not yet been handled by the CD. See also CAN-P07-013.
Solution

None provided with comment.
	

	7
	JPN-P07-007
	
	3-Major Editorial
	P07-05.03, Utility Procedures for History
	The Description of the following procedures defined in this subclause does not make it clear what these procedure generates.
  5.3.1, HS_CreateCommaSeparatedPrimaryKeyList procedure

  5.3.2, HS_CreateCommaSeparatedPrimaryKeyAndTypeList procedure

  5.3.3, HS_CreatePrimaryKeySelfJoinCondition procedure

  5.3.5, HS_CreateCommaSeparatedTrackedColumnList procedure

  5.3.6, HS_CreateCommaSeparatedTrackedColumnAndTypeList procedure 

The Description of these procedures can be described by using syntactic elements defined in ISO/IEC 9075.

Solution

None provided with comment.
	

	8
	JPN-P07-008
	
	2-Minor Technical
	P07-05.03.07, Functions for constructing an identifier and <IdentifierLength>
	The following routines invoke a function named HS_ConstructColumnIdentifier.

  - 5.1.8, HS_CreatePNormalizeMethod procedure

  - 5.3.1, HS_CreateCommaSeparatedPrimaryKeyList procedure

  - 5.3.3, HS_CreatePrimaryKeySelfJoinCondition procedure

  - 5.3.5, HS_CreateCommaSeparatedTrackedColumnList procedure

  - 6.2.3, HS_PNormalize methods

But there is no definition of the HS_ConstructColumnIdentifier function.

On the other hand, there is a function named HS_ConstructColumnName in this subclause.  This function is not invoked by any routines.

It may be an editorial error. (i.e. the correct function name is not "HS_ConstructColumnName" but "HS_ConstructColumnIdentifier".)

Solution

Correct the name of function from "HS_ConstructColumnName" to "HS_ConstructColumnIdentifier".
	

	9
	JPN-P07-009
	
	1-Major Technical
	P07-No specific location
	All possible problems discovered during the course of the ballot resolution process must be resolved.

Solution

None provided with comment.
	catch all


End of Paper

	GB1
	3.1.4.2 tracked table
	
	ed
	This definition unnecessarily implies that a history table must exist all the time that the tracked table does, whereas it is only required to exist when materialised for querying.
	Replace by: a base table for which changes are to be recorded for one or more of tracked columns
	

	GB2
	3.1.4.4 history row set
	
	ed
	This definition unnecessarily relates to the implementation of a history table.
	Replace by: a set of rows in a history table that represent all the changes to a single row of a tracked table.
	

	GB3
	3.1.4.5 history table
	
	ed
	This definition unnecessarily emphasises the storage of history data rather than its materialisation.
	Replace by: a table that represents values of the tracked columns of a tracked table and the period during which all the values in each row were present in the tracked table.
	

	GB4
	3.1.4.6 period
	
	te
	The open/closed nature of the period needs to be specified.
	Add: Note: In this standard a period includes the begin time but not the end time.
	

	GB5
	3.1.4.8 period-normalised table
	
	ed
	This definition does not make its purpose clear, being a description of its implementation that does not explain the need for column selection.

It is possible that this term is not defined in this clause and just described as required (as SQL often does), but an alternative wording is offered.
	Replace by: the table resulting from selecting one or more of the columns in a history table, including the column(s) corresponding to the primary key of the tracked table, and applying period normalization to rows that are otherwise identical.
	

	GB6
	3.1.4.9 tracked column
	
	te
	From other definitions it appears that this does not include a primary key column, but it is misleading because primary key values change through insert and delete (and SQL allows update though that should not be encouraged) and so are also tracked.
	Replace by: a column of a tracked table for which changes are to be recorded

Add: Note: the tracked columns of a tracked table must include the primary key of that table.
	

	GB7
	4.1 Overview
	paragraph 1
	ed
	The paragraph gives undue emphasis to changes to tracked columns (non-primary key) and ignores the effect of inserts and deletes, which obviously make changes to the primary key.
	Replace by:

This part of ISO/IEC 13249 provides user-defined types and routines that enable a user to specify that, for selected columns of a table, inserts, deletes and updates of those columns are tracked such that all changes to those columns are recorded, and subsequently to query those changes.
	

	GB8
	4.1 Overview
	paragraph 2
	
	This paragraph does not adequately explain the dual role of the history table
	Replace by:

This part does not specify the means by which recorded changes are maintained. However, the concept of a history table is introduced in this clause, and it has two roles. A history table allows the precise specification of the of the user-defined types and routines providing the required capabilities, and it determines the way in which the recorded changes are materialised for querying.
	

	GB9
	4.1.1 
	paragraph 1
	ed
	This paragraph places undue emphasis on the loss of data, rather than the more general capability provided by this part of recording when changes have been made.
	
	

	GB
10
	4.1.1
	paragraph 2
	ed
	This paragraph, and subsequently throughout the document, needs changing if the suggestion to make tracked columns include the primary key is accepted.
	
	

	GB
11
	4.1.1
	Example
	ed
	This example should show the begin time and end time as components of a structured type, as described.
	
	

	GB
12
	4.1.3
	paragraph 4
	te
	The 'previous history row' is undefined. This paragraph also ignores the possibility of an update operation affecting many rows.
	Replace by:

When an update operation for a tracked table is executed, for each row that is changed:

1) in the history row set for that row, the row with the latest begin time has its end time set to the transaction timestamp, and

2) a history row recording the tracked columns for that row is inserted into the history table with its begin time set to the transaction timestamp.
	

	GB
13
	4.1.3
	paragraph 5
	te
	The 'latest history row' is undefined. This paragarph also ignores the possibility of a delete operation affecting many rows.
	Replace by:

When a delete operation for a tracked table is executed, for each row that is deleted, in the history row set for that row the row with the latest begin time has its end time set to the transaction timestamp.
	

	GB
14
	4.1.4
	
	ed
	This clause does not involve any history table, and should be given a more appropriate title.
	Replace title by: Operations on time periods
	

	GB
15
	General
	
	te
	There is no consideration of the effect of modifications to a tracked table. Either it must be excluded from the scope or the situations where it may be allowed, such as adding a column that is not tracked, must be explicilty specified.
	
	

	GB
16
	General
	
	
	All editor's notes and problems identified during ballot resolution must be resolved.
	
	


USA Comments on ISO/IEC FCD 13249-7 (SQL/MM Part 7: History)

	SEQ
#
	Cmnt
ID
	See
Also
	
Severity
	
Reference
	
Description
	Addressed By

	1
	USA-P07-001
	
	1-Major 

Technical
	P07-03.01.04.06, period (definition)
	It is noteworthy that this Part defines the concept of period, but does not define a period type, per​haps called HS_Period.  It is an interesting question whether such an HS_Period type can be seen as a supertype of  HS_History.  The principal difficulty that I see is the treatment of null in the end time attribute.   In an HS_Period type, either or both end points would be allowed to be null, sig​nifying a period extending into the unbounded future if the end time is null, and a period extend​ing into the unbounded past if the begin time is null.  The HS_History type, on the other hand, disagrees on both of these.  For HS_History, unbounded past is not permitted, and a null as the end time does not signify an unbounded future, but rather a duration continuing up to the present moment (CURRENT_TIMESTAMP) and with an unknown future extent.  So can HS_History be regarded as a subtype of HS_Period?  Certainly the restriction in HS_History to having a known start time is just a constraint on the HS_Period type and no obstacle to subtyping.  The difficulty, rather, is the interpretation of null as the end time.  HS_History has different semantics from HS_Period on this point.  For example, HS_Contains returns null (for unknown) when asked if an HS_History value contains a time in the future, whereas a Contains method for HS_Period type would be able to answer the question. However, perhaps people more versed in object orientation might find this to be not a problem, in which case we might consider defining a period type as a supertype of HS_History. 

Solution

None provided with comment.
	

	2
	USA-P07-002
	
	1-Major 

Technical
	P07-4.1.2, Concept of Transaction Timestamp
	Subclause 4.1.2 relies on monotonically increasing, though

non-continuous, transaction timestamps. Determining a "previous

history row" implies the presence of primary key for the table, but

this is not stated in the Overview.
Solution

None provided with comment.
	

	3
	USA-P07-003
	
	1-Major 

Technical
	P07-4.1.2, Concept of Transaction Timestamp
	Subclause 4.1.2 should define "previous history row" used in Section

4.1.3.
Solution

None provided with comment.
	

	4
	USA-P07-004
	
	1-Major 

Technical
	P07-4.1.5, Concept of Period Normalization
	Subclause 4.1.5 must define or reference a definition for contiguous

history rows. 
Solution

None provided with comment.
	

	5
	USA-P07-005
	
	4-Minor Editorial
	P07-4.3, Generating History Table …
	Subclause 4.3 refers to CURRENT TIMESTAMP rather than "transaction timestamp" defined in Section 4.1.2.
Solution

None provided with comment.
	

	6
	USA-P07-006
	
	1-Major 

Technical
	P07-04.05.01.01, Attributes of the HS_History type
	This Subclause does not sufficiently describe how to interpret a value V of type HS_History.  For example, I believe:

1. V.HS_BeginTime should never be null

2. if V.HS_EndTime is null, then V represents a period (see definition 3.1.4.6) extend​ing from V.HS_BeginTime until the present moment

3. if V.HS_EndTime is not null, then V.HS_EndTime should be strictly greater than V.HS_BeginTime but less than or equal to CURRENT_TIMESTAMP.  In this case V rep​resents a period extending from V.HS_BeginTime (inclusive) through V.HS_EndTime (exclusive)

The preceding points express the constraints built into the HS_History constructor method in 6.1.2, with the added feature of defining the interpretation (semantics) of a value of HS_History type.

Solution

None provided with comment.
	

	7
	USA-P07-007
	
	1-Major 

Technical
	P07-05.01.04, HS_CreateHistoryTable Procedure
	As per DR2) c), “everyone” gets the privilege to update HS_Hist column. This has several problems. First, SQL does not support a user identifier called “everyone”. Second, if an implementation allows history to be updatable, it sort of defeats the entire goal of this part. Third, this contradicts the claim in Subclause 4.1.1, Tracked Table and History Table, last sentence of last  paragraph, “Once a begin/end time is set to a non-NULL timestamp value, the value is not changed any more.” 

Solution

None provided with comment.
	

	8
	USA-P07-008
	
	1-Major 

Technical
	P07-05.03.09, HS_GetTransactionTimestamp
	This Subclause does not provide an algorithm to compute a transaction timestamp.  This is critical functionality (as explained in Subclause 4.1.2 “Concept of Transaction Timestamp”), yet its defi​nition is left as a piece of magic.  This is not just some messy string calculation (like 5.3.2 HS_CreateCommaSeparatedPrimaryKeyAndTypeList) which is well understood and can be left to the implementor.  How do successive invocations of this function know whether they are being invoked in the same transaction or a new transaction?  Without such knowledge, how can a trans​action timestamp be computed?

Solution

None provided with comment.
	

	9
	USA-P07-009
	
	1-Major 

Technical
	P07-06.01.14, HS_Union methods
	Consider the case in which the arguments define a period which does not meet or overlap the method’s subject period.  In that case the result of a UNION operation would be two disjoint peri​ods, which of course is not representable as the return type of this method.  I think that instead of returning NULL, it would be preferable to have two alternatives to this method, which I will call HS_Union1 and HS_Union2, defined as follows:

1. HS_Union2 is defined first.  It returns HS_History ARRAY[2].  If the two arguments do not meet or overlap, then the returned value is an array of length 2, with the arguments  returned in separate array elements.  My preference would be to return the earlier period in the first array element and the later period in the second array element, though this is not essential to the definition.)  If the two arguments meet or overlap, then the returned value is an array of length 1, whose sole element is the union of the arguments.  If an error con​dition arises, then the returned value could be either null or an array of length 0.

2. HS_Union1 would invoke HS_Union2.  If HS_Union2 returns an array of length 1, then the sole element in that array is the returned value of HS_Union1.  (In agreement with a separate comment, if HS_Union2 returns 2 array elements, I think it is preferable for HS_Union1 to signal an error rather than return null.)
Solution

None provided with comment. 
	

	10
	USA-P07-010
	
	2-Minor Technical
	P07-06.01.14, HS_Union methods
	If the two input arguments do not meet or overlap, then the result of a union is two disjoint inter​vals.  I think it would be preferable to signal an error rather than return null for this case.
Solution

None provided with comment.
	

	11
	USA-P07-011
	
	2-Minor Technical
	P07-06.01.14, HS_Union methods
	Unlike HS_Intersect, there is no check to see if an argument specifies a period in the future.  Such a check will occur when the NEW HS_History constructor is invoked, though the result will be to signal an error rather than return a null (for unknown result).  Perhaps the behavior of these two methods should be aligned for the case of an operand in the future.  
Solution

None provided with comment.
	

	12
	USA-P07-012
	
	1-Major 

Technical
	P07-06.01.15, HS_Except methods
	Consider the case in which the arguments define a period which is strictly contained at both end​points within the method’s subject period.  In that case the result of an EXCEPT operation would be two disjoint periods, which of course is not representable as the return type of this method.  I think that instead of returning NULL, it would be preferable to have two alternatives to this method, which I will call HS_Except1 and HS_Except2, defined as follows:

HS_Except2 is defined first.  It returns HS_History ARRAY[2].  If the result of the except operation is two periods, then the returned value is an array of length 2, with the argu​ments  returned in separate array elements.  (My preference would be to return the earlier period in the first array element and the later period in the second array element, though this is not essential to the definition.)  If the result is a single period, then the returned value is an array of length 1, whose sole element is that result.  If an error condition arises, then the returned value could be either null or an array of length 0.

HS_Except1 would invoke HS_Except2.  If HS_Except2 returns an array of length 1, then the sole element in that array is the returned value of HS_Except1.  (In agreement with a separate comment, if HS_Except2 returns 2 array elements, I think it is preferable for HS_Except1 to signal an error rather than return null.)
Solution

None provided with comment. 
	

	13
	USA-P07-013
	
	2-Minor Technical
	P07-06.01.15, HS_Except methods
	Consider the case in which the arguments define a period which is strictly contained at both end​points within the method’s subject period.  In that case the result of an EXCEPT operation would be two disjoint periods, which of course is not representable as the return type of this method.  I think that instead of returning NULL, it would be preferable to signal an error.
Solution

None provided with comment.
	

	14
	USA-P07-014
	
	2-Minor Technical
	P07-06.01.15, HS_Except methods
	Unlike HS_Intersect, there is no check to see if an argument specifies a period in the future.  Such a check will occur when the NEW HS_History constructor is invoked, though the result will be to signal an error rather than return a null (for unknown result).  Perhaps the behavior of these two methods should be aligned for the case of an operand in the future.  
Solution

None provided with comment.
	

	15
	USA-P07-015
	
	1-Major 

Technical
	P05-No specific location
	While a number of the topic areas addressed by MM History are potentially useful, for details to work well, they need to be integrated into SQL/Foundation. Because of the well-known limitations of the technical approach adopted by this document, we have serious doubts about its market-place success.  

Solution

None provided with comment. 
	

	16
	USA-P07-016
	
	1-Major Technical
	P07-No specific location
	Numerous grammatical errors still remain throughout the document resulting in significant technical ambiguities.
Solution

None provided with comment.
	

	17
	USA-P07-017   
	
	1-Major 

Technical
	P03-No specific location
	All Possible Problems and Editor’s Notes must be satisfactorily resolved and all problems discovered during the course of the ballot resolution process must be satisfactorily resolved. 

Solution

None provided with comment. 
	


<<< End of paper >>>

